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Abstract. In this paper, we present a novel method
for online LiDAR–Camera system calibration track-
ing and refinement. The method is correspondence-
free, formulated as a maximum-likelihood learning
task. It is based on a consistency of projected Li-
DAR point cloud corners and optical image edges.
The likelihood function is robustified using a model
in which the inlier/outlier label for the image edge
pixel is marginalized out. The learning is performed
by a stochastic on-line algorithm that includes a de-
layed learning mechanism improving its stability.

Ground-truth experimental results are shown on
KITTI sequences with known reference calibra-
tion. Assuming motion-compensated LiDAR data the
method is able to track synthetic rotation calibration
drift with about 0.06 degree accuracy in yaw and roll
angles and 0.1 degree accuracy in the pitch angle.
The basin of attraction of the optimization is about
±1.2 degree. The method is able to track rotation
calibration parameter drift of 0.02 degree per mea-
surement mini-batch. Full convergence occurs after
about 50 mini-batches. We conclude the method is
suitable for real-scene driving scenarios.

1. INTRODUCTION

With an increasing number of sensors and other
measuring devices in today’s robots and autonomous
vehicles, efficient calibration, its on-line monitor-
ing and refinement are of utmost interest. Among
the areas, where LiDAR–Camera systems and thus
their calibrations are widely used it belongs scene re-
construction [24], object detection [5], and also au-
tonomous vehicles navigation systems [18].

In this paper, we focus on the LiDAR–Camera pair
because these two are complementary in the informa-

tion they provide. The LiDAR (Light Detection And
Ranging) technology does not face the problem with
low external light, as in optical cameras, thus it can
be used in almost any lighting environment. Auto-
motive LiDARs measure ranges up to 25 m with an
accuracy of about 3 cm. On the other hand, the an-
gular resolution of current rotating LiDARs is non-
isotropic (about 0.1◦ – 0.2◦ horizontally and about
0.4◦ – 2◦ vertically), hence the resulting point cloud
is rather sparse at larger distances. Cameras, on
the other hand, have good and isotropic angular res-
olution, but they require good lighting conditions.
This good complementation is the reason, why the
LiDAR–Camera system is often used in robotics.

We propose a novel approach for an on-line extrin-
sic calibration refinement of such sensor pair. The
method is easily adapted to a multi-LiDAR, multi-
camera system. In this work, we assume that the sys-
tem has already been intrinsically calibrated and ex-
trinsically precalibrated using an off-line procedure.
A good off-line calibration is time-expensive. Typ-
ically, it cannot be triggered when the system is in
use. We present a low-overhead method that is ca-
pable of automatic and real-time calibration parame-
ters refinement between a LiDAR and a camera in all
the six degrees of freedom of the relative Euclidean
(rigid) displacement (three for rotation and three for
translation).

2. RELATED WORK

The early work on the topic of LiDAR–Camera
systems calibration focused on 2D LiDARs. One of
the very first approaches was proposed by Zhang et
al. [30] in 2004. This method is based on observing
a checkerboard-like marker set from multiple views
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and using a point-on-plane constraint. Subsequent
methods [17], [28] and [4] used points-on-line con-
straints (point should lie on edges of a frame) using
a black triangular board and a V-shaped calibration
target.

Methods of calibration of a 3D LiDAR relative to
an optical camera can be divided into several groups.
The first one [11, 22, 19] use a checkerboard-like pla-
nar target that is the same or similar to the one used
in precalibration. Geiger et al. in [11] used several
checkerboards placed around the room for multiple
cameras calibration to LiDAR in only a single shot.
Checkerboard planes are found in the point cloud and
then their registration into the images defines the cal-
ibration parameters. In another work with checker-
boards, Pusztai et al. [22] used seven corners (from
intersections of plane triples) of a known calibration
box and the projections of these corners in the im-
age. With this, the calibration problem is reduced
to a PnP problem, which was proposed to be solved
by using one of already known algorithms e.g., [15]
or [12]. A novel method in this group was introduced
by Park et al. [21], where a board of polygonal shape
was used. They found classic 2D–3D point corre-
spondences and estimated the calibration parameters
with these corresponding pairs. Other approaches
use a different form of planar surfaces [27, 21]. Ve-
las et al. in [27] used a two-step calibration. During
the first phase, corners in the LiDAR point cloud and
edges in the optical image are found. Then the mark-
ers with rectangular, circular or triangular shapes are
detected (using Hough transform for the image and
a RANSAC-based algorithm for the point cloud) and
with them the calibration is estimated. The second
phase then refines the calibration using a local search
using dense features.

A different and relatively new group of ap-
proaches [2, 26, 14] use a sequence of captured
frames and compute the calibration of parameters
with the help of motions obtained from an Iner-
tial Motion Unit (IMU) device by solving the hand-
eye calibration problem. One of the latest meth-
ods by Taylor and Nieto [25] can be used with any
camera, 3D LiDAR and navigational system and
provides calibrations of the entire multi-sensor sys-
tem from marker-less natural scenes. Achieving a
good calibration accuracy with a method based on
the hand-eye calibration task is difficult because the
method is based on the presence of significant non-
commutative rotation factors.

The approaches discussed so far needed cus-
tomized calibration objects or additional devices pro-
viding reference information. The last group of ac-
curate methods [1], [16], [20] and [3], where also
our approach belongs, also use marker-less natural
scenes. These methods are more accurate but they
cannot provide a global solution, their capabilities
are mostly limited to locally-optimized calibration
refinement only. To the best of our knowledge, the
approach of Williams et al. [29] gave the first practi-
cal method in this area. The method uses data from
relatively unconstrained natural outdoor scenes ob-
tained during normal driving. The method is based
on minimizing the χ2 statistic between LiDAR re-
flectivity and optical image intensity. In a simi-
lar work of Pandey et al. [20] the calibration algo-
rithm maximizes the mutual information between Li-
DAR response intensity and optical image intensity.
These methods may have problems in scenes with lit-
tle reflectivity variations, although this has not been
studied experimentally. Bileshi [1] directly corre-
lates depth discontinuities in LiDAR data with im-
age edges. Edges in 3D tend to co-occur with image
edges (but not vice versa). A very similar approach
was used by Levinson and Thrun in [16].

The last two mentioned methods solve a problem
similar to ours. Hence, in this paper we do not pro-
pose a completely new calibration problem. Instead,
we focus on algorithmic generality and simplicity,
and on statistical efficiency. We found it critical for
the estimation stability that a robust model for error
computation between the LiDAR corners and the cor-
responding image edges be used. This is detailed in
Sec. 3.2. With respect to this model, we were able to
learn parameters of the calibration refinement using
a stochastic gradient descent method, as described
in Sec. 3.3. To improve stability, we use a delayed-
learning mechanism. Sec. 4 gives results of several
experiments that show efficiency, accuracy, learning
speed, and the ability to track calibration parameter
drift.

3. METHODS

3.1. Preprocessing

We assume we have a sequence of optical
images I1, . . . , In and the corresponding motion-
compensated point clouds P1, . . . Pn. We call the
pairs (If , Pf ) frames.

A rotating LiDAR works by sending laser pulses
into a set of angles whose resolution in the azimuth
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Figure 1: Filling holes

angle is defined by the rotation speed and whose res-
olution in the elevation angle is given by the number
of laser diodes. As it rotates, each diode provides
one set of measurements per revolution. We call it a
layer. A typical laser has 16 to 64 layers, depending
on the model. For instance, the KITTI dataset [10]
was created with a single 64-layer LiDAR.

The LiDAR point clouds Pf may contain holes
when the laser beam from some azimuth and eleva-
tion angles does not return back. This creates gaps in
data, which is not desired in fast convolution-based
edge detection procedures. We estimate the azimuth
difference between every two consecutive points in
each layer and, as we know the angular resolution of
our LiDAR device, we fill in the missing points be-
tween points with greater-than-expected angular dif-
ference using linear interpolation. The effect of the
repair is illustrated in Fig. 1, which shows the differ-
ence in azimuth of two adjacent 3D points, before the
repair and after it, respectively. The repaired point
clouds will be denoted as P ′1, . . . , P

′
n.

With these preprocessed point clouds, we are able
to find corner-like features. We use a simple corner
detection filter. The corner points in the layer can
have several shapes. They can be recognized using
convolution with a matched filter. Point sequence
with a similar local shape will have a high local value
after the convolution and the local maxima of the fil-
ter response define corner point detections. We used
only a step-like filter, which takes into account 50
points on both sides, as shown in Fig. 2. All points
from the point cloud P ′f whose response is higher
than a threshold are assigned as corner points in f -th
frame Cf .

The proposed method also requires image edges.
No sophisticated edge detection is needed. To ob-
tain edge images Ef we used convolution with Sobel
kernel on gray-scaled images If , again followed by
non-maximum suppression and thresholding.
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Figure 2: Convolution mask for LiDAR corner de-
tection

3.2. Robust Model

Let θ be the parameters of the six degrees of free-
dom in the camera-to-LiDAR extrinsic calibration.
Let xi ∈ Ef be a point from the set of all image
edge points Ef in the current frame f . Given θ, let
yj(θ) ∈ Cf be the projection of j-th LiDAR corner
from the set of all LiDAR corners Cf in the same
frame (we consider only those points that are in front
of the camera and fall in the image domain). We then
define the robust negative log-likelihood function for
frame f as

Lf (θ) = −
1

cf

cf∑
j=1

log

k τ + ∑
i∈Kf (yj(θ))

e−
‖xi−yj(θ)‖

2

2σ2

,
(1)

where cf is the number of corners in Cf and
Kf (yj(θ)) is the index set of k nearest neighbors of
yj(θ) inEf , and k, τ , and σ are the parameters of the
model.

We further consider mini-batches Bt that consist
of b frames each. The likelihood for mini-batch t is
just the average of the likelihoods over the frames in
Bt

Lt(θ) =
1

b

∑
f∈Bt

Lf (θ). (2)

The b is an additional parameter in this model.
The likelihood function Lf (θ) is based on a semi-

parametric model that assumes that image edges are
unoriented point-like local features and that there is
an image edginess probability density p(x) defined
over the image domain. The p(x) is a kernel density,
with one non-Gaussian kernel per image edge pixel.
The probability (density) value for a LiDAR corner
projected to image position yj is just p(yj). See Ap-
pendix A for a derivation leading to (1). Robustness
of the likelihood function against outliers increases
with increasing 0 ≤ τ � 1.

Given mini-batch Bt the calibration parame-
ters θ are obtained by minimization over the six-
dimensional domain of θ. The likelihood function
is non-convex due to its robustness. In this paper, we
consider a local optimization method only.



We employ the exponential map for a minimal
representation for the calibration parameters θ. Let

T =

[
R t
0> 1

]
= expmB, B =

[
[ω]× u
0> 0

]
where T is the 4 × 4 Euclidean motion matrix and
B is its principal logarithm [8] in which [ω]× is a
skew-symmetric matrix that represents cross-product
as follows [ω]×x = ω × x. We assumed that
0 ≤ ‖ω‖ < π (the logarithm is a periodic function).
Then θ = (ω,u) ∈ R6. In our coordinate system the
elements (ω0, ω1, ω2) of ω are, approximately, the
roll, pitch, and yaw angles.

Given a precalibration T0, a local optimization
finds an update θ by first mapping LiDAR points by
T0 and then finding an update θ such that

T(θ | θ0) = expm
(
B(θ)

)
T0(θ0). (3)

The T(θ | θ0) is used in computing yj(θ) needed
in (1).

The mini-batch likelihood Lt(θ) is quite a noisy
function. Some examples of Lt(θ) are shown in
Figs. 5 and 6. One would need a very large mini-
batch size to make the function smooth. That would
mean collecting and storing large amounts of data
prior to optimization. Since we need an on-line
method, and data is plentiful, we decided to keep the
mini-batch size small and use a stochastic gradient
descent method. As long as the precalibration is rea-
sonably accurate (see Sec. 4.3) and the calibration
drifts away slowly (see Sec. 4.4) this is an adequate
choice. The simplicity of stochastic gradient opti-
mization also supports real-time performance.

3.3. AdaGrad

The stochastic gradient descent (SGD) methods
are an iterative approach for a stochastic approxima-
tion of the gradient descent optimization.

After a few experiments with several SGDs,1 we
found AdaGrad [6] to be the most efficient among
them. This approach needs to know the gradient of
Lt(θ) with respect to all parameters, which can be
easily approximated using numerical differentiation.

The AdaGrad method uses the gradient also to es-
timate an approximated Hessian matrix H for adapt-
ing the learning rate. After processing each batch t
the matrixH is updated using a Robbins-Monro filter

Ht = (1− γt)Ht−1 + γt∇Lt(θt)∇Lt(θt)>, (4)
1We have tried to use Momentum [7] (it was oscillating),

Adam [13] (learning was too slow), and AdaGrad.
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Figure 3: Delayed learning coefficient δ̂t

where γt = t−1 and H0 = λI.
The parameter update step is then performed as

θt = θt−1 + ν δ̂t diag(H
− 1

2
t )∇Lt(θt) , (5)

where ν is the learning rate, δ̂t is the damping coeffi-
cient of the learning rate (a standard implementation
uses δ̂t = t−1/2) and diag(H) is a matrix formed
from the main diagonal of H .

We found it important to delay the start of the
learning process in order not to escape from pre-
calibration too far before the process starts converg-
ing. We therefore recognize a ‘burn-in’ period in the
learning process. During the burn-in the method con-
verges slowly, we even start with δ̂0 → 0. It is only
important that the function δ̂t approaches t−1/2 for
t→∞. Hence, we use a redescendent function

δ̂t =

(
t

w

)a p( p+ q

p
(
t
w

)a
+ q

)p+q
, (6)

where w is the burn-in period end mini-batch, and,
assuming the general convergence conditions [23],

a, p, q > 0,
1

2
≤ a q ≤ 1 ,

we select

p = 2, q =
1

4
, a = 2, w = 50 . (7)

For t/w → ∞ this choice leads to δ̂t converging to
t−1/2 used in standard AdaGrad. Fig. 3 shows this
δ̂t for 0 < t ≤ 300. We can see that the function
climbs to unity by the end of the burn-in period and
then starts descending towards zero.

Importantly, since angles are measured in different
units than translations, the learning rate ν has to be
scaled appropriately. We decided to use five times
higher learning rate for the translation as it gave us
the best results in our experiments.



(a) Projection of decalibrated 3D points

(b) After calibration correction

Figure 4: Validation. Camera-to-LiDAR pose is syn-
thetically decalibrated and then the algorithm is run
to correct the calibration.

4. EXPERIMENTS

In all experiments, we have used Velodyne data
and their corresponding images from the KITTI
dataset [10]. Drives 1, 2, 3, 5, 9, 11, 13, 14, 17, 18,
48, 51, 56, 57, 59 and 60 from 26th September 2011
were used.

We used σ = 2 px, τ = 0.1, ν = 0.002, λ =
10−4, b = 10, k = 20 and (7) in all experiments.
The parameters were chosen manually. Based on our
experiments, the σ, τ and ν need to be tuned (they
are problem specific). The λ and b are not critical pa-
rameters, but they can influence the likelihood func-
tion smoothness. The value of k bigger than about
10 does not bring better results, it just increases the
computation time.

4.1. Validation

We want to be sure that the proposed calibration
refinement actually does what it should. Thus, when
we run the algorithm with synthetically decalibrated
LiDAR-Camera relative pose, we would like it to cor-
rect the calibration back.

Each 3D point of the frame in the mini-batch was
synthetically rotated by δω and the algorithm used
343 mini-batches to find the refinement. Fig. 4a
shows the effect of one such decalibration with δω =
(0.02, 0.02, 0.02) after the 3D points are projected to
the image. Fig. 4b then shows LiDAR point cloud
projection using the learned calibration correction.
We can see that the method was able to correct the
LiDAR–Camera calibration very well. Quantitative
results of this experiment are discussed in Sec. 4.3.

-0.1 -0.08 -0.06 -0.04 -0.02 0 0.02 0.04 0.06 0.08 0.1

Angle (rad)

-0.96

-0.94

-0.92

-0.9

-0.88

-0.86

-0.84

-0.82

E
rr

o
r

Graph of error versus rotation

0

1

2

Figure 5: Likelihoods Lt(ωj) as functions of the
three elements of ω

-0.8 -0.6 -0.4 -0.2 0 0.2 0.4 0.6 0.8

Meter (m)

-0.96

-0.95

-0.94

-0.93

-0.92

-0.91

-0.9
E

rr
o

r

Graph of error versus translation

u
0

u
1

u
2

Figure 6: Likelihoods Lt(uj) as functions of the
three elements of u

4.2. Likelihood Function Shape

The likelihood function Lt(θ) should have a nar-
row and smooth global minimum, which could be
easily found by the proposed method.

We have computed Lt from one thousand ran-
domly selected frames from the union of all drives
mentioned above as a function for each degree of
freedom around zero, for rotation (Fig. 5) and for
translation (Fig. 6).

When looking at the rotation, we can see that all
three degrees of freedom have their global minimum
near zero, which is expected because the estimated
correction to the reference global calibration should
vanish. Most of the scene objects have vertical edges
and thus the rotation ω2 around the z axis (the yaw
angle) has the best global minimum, but also some
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other local minima, where a deterministic local op-
timization algorithm could get stuck. Rotations ω0

and ω1 about the other two axes (pitch, roll angles)
exhibit minima of lower curvature indicating that the
estimates for these angles will be less accurate. Rota-
tion about the x axis has the widest minimum of the
three, so it is the most difficult component of rotation
to calibrate accurately. This is determined by the typ-
ical frame structure in the drives used in the experi-
ment. For accurate calibration, one needs a wider
variety in the scenes (horizontal and skew edges) and
possibly a multi-LiDAR system. It is clear that any
deployable on-line recalibration must preselect suit-
able frames for calibration parameter learning.

The translation estimates (see Fig. 6) are much
harder to find accurately than rotations, especially in
the case of the z translation. Again, this is because
of a lack of horizontal edges in the scenes and a sin-
gle LiDAR. This might also be the reason we saw a
bias in the z translation shown in Fig. 4b from the
previous experiment. The other two translations are
much better, the y translation being the best one for
the same reason as in the case of rotation around the
z axis.

4.3. Locality of the Algorithm

The goal of this experiment is to show the abil-
ity of the proposed algorithm to find the reference
calibration as a function of the amount of decalibra-
tion, i.e. the basin of attraction of the global mini-
mum. We have used the proposed algorithm for cal-
ibration on synthetically decalibrated frames by ro-
tation ωi ∈ 〈−0.05, 0.05〉 with a step size equal to
0.005 radians and such that

ω0 = ω1 = ω2.

We repeated the calibration refinement estimation ten
times for each set of rotations. Again, randomly se-
lected frames from the dataset were used. As the ex-
periment was very computationally demanding (210
runs), the algorithm was given only one hundred
mini-batches in each run. The results are shown in
Fig. 7. The flat valley in the middle is the basin of at-
traction. We can see that the method converges back
to the reference calibration as long as the initial value
falls within about 1.2 degree difference in all rota-
tions. Then it starts to have problems with rotation
about the x and the z axes. That is probably because
the rotation about the z axis has a very narrow global
minimum, according to Fig. 5.

4.4. Calibration Drift Tracking

This experiment was proposed by Levinson et al.
in [16]. A calibration drift is generated as a sequence
of angular deviations from the reference in which the
initial deviation is zero and then, after each mini-
batch, the deviation randomly increases by±0.02 de-
grees in each rotation parameter ωi. We then tried to
track this miscalibration by the proposed algorithm.
The results are visualized in Fig. 8–10 that show the
synthetic and the tracked calibration error of the three
angles, during 686 mini-batches in two epochs. We
follow the way results are presented in [16]. Ideally,
the curves should coincide. In this experiment, the
mean angle difference in pitch ω0 is 0.052◦, for roll
ω1 it is 0.102◦ and for yaw ω2 it is 0.047◦. We can
see that in the case of the ω1 and little bit also in the
ω2, there is a systematic error. We still need to iden-
tify the source of this bias. One of the reasons could
be a bias in the reference calibration.

In [16] the experiment was done on a different
dataset using 1,500 frames, thus the results cannot be
directly compared. In their case, yaw had a mean av-
erage error of 0.06◦, and roll and pitch a mean aver-
age of 0.12◦ each. Therefore, we accomplished much
better result in the roll, which is probably the hardest
rotation in our model (according to the experiment in
Sec. 4.2). And despite the unresolved systematic er-
rors in pitch and little bit in yaw, our results are still
slightly better in these two.

4.5. Efficiency

Our last experiment was testing the efficiency of
the algorithm.

First, we were interested in the learning speed. We
have executed the algorithm for twenty times using
one hundred mini-batches. Frames were randomly
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selected from the dataset. Each run had a constant
miscalibration in the yaw angle ω2 from the inter-
val of 〈−1, 1〉 degrees. Fig. 11 shows results of this
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Figure 11: Efficiency (learning speed) of the pro-
posed method

experiment. Each curve shows the convergence av-
eraged over the 20 trials. We can see that after only
about 50 mini-batches the reference calibration re-
finement (i.e. zero) was found in each run of the re-
calibration.

From the computational point of view, the bottle-
neck of the method is probably the k-Nearest Neigh-
bors (kNN) algorithm. We used a kD-tree implemen-
tation from the Statistics toolbox of Matlab, based
on [9]. Nevertheless, the proposed approach does
not need the optimal solution to the kNN problem
and thus one can use some fast approximation. The
remaining parts of the algorithm are computationally
very simple.

Our unoptimized experimental implementation in
Matlab takes about half a second of processing per
frame in a mini-batch, which is about 5× slower than
real-time performance.2 Therefore we needed less
than five minutes to find the reference calibration re-
finement.

5. CONCLUSIONS

The method described in this paper is based on a
rigorous formulation of the calibration problem. We
have verified that it is possible to improve a rather
coarse initial estimate of the camera-to-LiDAR rel-
ative pose. This is especially true for two critical
parameters: The relative yaw angle and the lateral
baseline between the sensors. These can be refined
very well. Even relatively fast calibration drift can
be tracked without a noticeable delay. We conclude

2Executed on a personal laptop with Intel Core i7 6700HQ
and 16 GB RAM.



the method is suitable for real-scene driving scenar-
ios.

The proposed method relies on motion-
compensated LiDAR data. In our future work
we plan to address this shortcoming. It would
also be interesting to see how global optimization
methods cope with the likelihood function described
in this paper. One could consider a MCMC method
for this problem.
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A. Robust Kernel Density

We model the fact that a LiDAR corner may cor-
respond to no image edge. Therefore we assume a
hidden binary variable vi per image edge point. The
value of vi = 1 means that a correspondence ex-
ists, and vi = 0 means otherwise. We assume the
edge image is a sample from a continuous proba-
bility density p(x) over the image domain. This is
represented as a kernel density approximated from k
nearest (edge) neighbors of image point x as

p(x) ≈ 1

k

∑
i∈knn(x)

p(x | xi) ,

in which p(x | xi) is a marginal density derived from
p(x, vi | xi). As k → ∞ this estimate converges to
standard kernel density. The p(x | xi) is obtained as

follows

p(x | xi) = p1 p(x | xi, vi = 1)

+ (1− p1) p(x | xi, vi = 0)

=
p1

2πσ2
exp

[
−‖x− xi‖

2

2σ2

]
+

1− p1
2πσ2o

exp

[
− x2

2σ2o

]
=

p1
2πσ2

(
exp

[
−‖x− xi‖

2

2σ2

]
+

1− p1
p1

σ2

σ2o
exp

[
− x2

2σ2o

])
(8)

with σo � σ and p1 � 1, where p1 = p(vi = 1) is
the prior probability of observability. We assume the
second term in the bracket is approximately constant.
Let this constant be τ . Then

p(x) ≈ p1
2kπσ2

∑
i∈knn(x)

(
τ + exp

[
−‖x− xi‖

2

2σ2

])
.

(9)
Interestingly, from (8) we also have a corresponding
inlier/outlier decision as a threshold T on ‖x − xi‖
such that

T

σ
=
√
− log τ2.
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