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Figure 1. A multi-label cardinality-incremental scenario based on the MIXEDWM38 dataset [69], which consists of 38 000 wafer maps
containing 0 to 4 of 8 possible defect patterns. It is constructed by splitting the dataset into four sequential tasks ti with increasing
cardinality |y| (i.e., the number of patterns per sample). This continual multi-label learning scenario facilitates the study of how well a
model generalises to new combinations of previously encountered classes, while not losing its ability to detect previous combinations.

Abstract

Real-world classification systems must be updated contin-
ually as new classes and new co-occurrences of classes
emerge. Most work in class-incremental learning builds
streams by splitting single-label datasets into disjoint
tasks, a construction that omits concept repetition and
under-represents core challenges of continual multi-label
classification – a generalisation to new combinations of
previously learned classes. To address this gap, we in-
troduce a continual learning scenario which starts with
single-label samples and incrementally introduces sam-
ples with increasing label cardinality. We analyse why
standard class-incremental methods struggle in this set-
ting and provide principled adaptations. Furthermore, we
analyse how task-recency bias manifests in this new sce-
nario and propose an evaluation strategy with a focus on
knowledge transfer. Our scenario provides a foundation
for developing continual learners that scale to realistic
multi-label settings. Furthermore, experiments on PAS-
CAL VOC and MS COCO reveal that the natural rep-
etition of classes acts as an implicit mechanism against
catastrophic forgetting, aligning with existing literature.

1. Introduction

A prime example of the adoption of deep learning in
industrial applications is the semiconductor manufactur-
ing context, where automated detection of process pat-
terns in wafer maps can greatly enhance the effective-
ness of the production [61]. Early work has focused on
single-label classification [73]. While this paradigm sim-
plifies the labelling process and allows the utilisation of
established classifiers, the single-label assumption limits
the reliability in interesting production events, where co-
occurring process deviations cause multiple patterns to be
present in wafer maps. Automatically detecting these rare
events and notifying engineers to take counter measures is
a main motivation for classification-based detection sys-
tems. This motivated the introduction of multi-label clas-
sification methods and datasets [1, 16, 17, 31, 41, 72].

Recent research has emphasised the importance of in-
creasing the robustness of classifiers against data drifts in-
herent to most productive environments, thus decreasing
the costly need for regular monitoring and re-training [79].
Continual Learning (CL) – the study of learning over a se-



quence of tasks – promises a more scalable solution com-
pared to traditional learning on static i.i.d. datasets [9, 47,
70, 80]. Steps towards continual learning scenarios that
are applicable to a wider range of real-world use-cases
have recently been taken by removing the restriction of
having a single class per sample [12, 63]. These multi-
label class-incremental scenarios conform to the prevail-
ing paradigm from class-incremental literature of having
disjoint tasks. They are constructed by splitting datasets
into tasks, where only a subset of the classes are anno-
tated, even though objects from previous and future tasks
are present. Therefore, methods focus on avoiding perfor-
mance decline on classes from earlier tasks (catastrophic
forgetting [48]) in the context of missing annotations.

In many real-world use-cases, classes frequently re-
appear throughout a stream, which acts as an implicit
mechanism against catastrophic forgetting [23]. The fo-
cus of domain incremental scenarios [18, 25, 27] lies
on dealing with changes in the environment instead of
the class-space. We argue that research on domain-
incremental settings will lead to methods better suited for
real-world applications. Our primary contributions are:
1. proposing a novel CL scenario, where the data stream

is constructed from tasks with increasing cardinality,
2. discussing aspects of adapting single-label class-

incremental methods to the multi-label setting, and
3. the description of a new form of the task-recency bias

which emerges in the proposed scenario. The cardinal-
ity bias describes the tendency of a continual learner to
make predictions with cardinality biased towards val-
ues from more recently encountered tasks.

This work is an initial exploration of challenges such as
intra-class generalisation and cardinality bias in contin-
ual multi-label learning. Our primary objective is to iden-
tify and discuss current limitations and challenges in this
area, but we also provide recommendations in Sec. 5, lay-
ing the groundwork for future research on solutions.

2. Preliminaries

Multi-label classification. The goal of a classification
task is to assign to each input instance xi ∈ X a corre-
sponding class label yi∈Y . The main difference between
multi- and single-label classification is the number of pos-
sible class assignments per instance. While in single-label
classification, each instance is assigned to exactly one of
C possible classes, in multi-label classification, each sam-
ple can be assigned to zero, one or multiple classes, such
that Y={0, 1}C .

The cardinality |yi| of a multi-label sample is defined
as the number of positive class assignments [13, 53, 75]:

|yi| =
C∑

c=1

yi,c (1)

Multi-label targets and prediction vectors do not repre-
sent a single probability distribution over classes, but a

collection of independent distributions. Adapting single-
label methods to work with multi-label targets generally
revolves around handling this difference [26].

Incremental learning scenarios. We consider an of-
fline incremental learning scenario defined by a stream
S={D1,D2, · · · ,DT } of T sequential tasks. At each in-
cremental step, we have access to dataDt={(xt

i,y
t
i)}

Nt
i=1

containing a set of Nt samples and their corresponding
labels [63]. Depending on the stationary and evolving
parts of the stream, van de Ven et al. [67] differentiate be-
tween domain-incremental learning, where a learner tries
to solve the same classification problem (Yt=Y,∀ t∈T )
under different contexts (e.g. applying different image
corruptions [25], or capturing objects in different envi-
ronments [27, 44]), and class-incremental learning, where
a learner needs to discriminate between disjoint sets of
classes (Yi ∩ Yj=∅, ∀ i ̸= j) in a static environment.

In their categorisation of scenarios, Hemati et al. [23]
focus on concept and instance repetition, allowing the
reappearance of previously seen samples and the addi-
tion of samples from previously seen classes in new tasks,
respectively. The class-incremental with repetition sce-
nario [24, 66] lies within the continuum between the ex-
treme cases of aforementioned class-incremental without
any concept repetition and domain-incremental scenarios
with full concept repetition in every task.

3. Cardinality-Incremental Scenarios

We propose a new continual multi-label scenario which
focuses on the exploration of different label combinations
(the sub-distributions within the class distributions). Sim-
ilar to domain-incremental scenarios, all classes and pure
backgrounds are introduced in the first task through sam-
ples with a cardinality of zero or one. Each subsequent
task contains samples with new combinations of known
classes with increasing cardinality, facilitating the study
of intra-class generalisation (see Fig. 1 and Eq. (2)). This
reflects the way humans are often introduced to new con-
cepts: initially in isolation through dedicated instruction
or examination, and subsequently encountered within a
richer context alongside other concepts [5, 64]. We refer
to this as the CARDINALITY-INCREMENTAL scenario.

|yt
i | =

{
∈ {0, 1} if t = 1

t if t > 1
(2)

Analogous to how the unrealistic stream constraints in
the class-incremental setting have allowed a very detailed
investigation of the phenomenon of catastrophic forget-
ting [48] by emphasising its stream-related causes, our
scenario emphasises the problem of partial and incremen-
tal coverage of the sub-distributions of the different la-
bel combinations. Specifically, any approach that proves
effective in this extreme construction should generalize
seamlessly to more realistic settings, where the presence
of repetition of classes and different cardinality values



would only serve to alleviate the challenges associated
with continual learning.

3.1. Continual learning, baselines and methods
Researchers in the field of continual learning have estab-
lished a set of common baselines [9, 21, 47, 54, 70, 82].
During Finetuning, the model parameters θ are naı̈vely
optimised to solve the current task without measures to
protect previously acquired knowledge, which makes it
the most plastic but least stable baseline. During Joint
training (also known as cumulative training), data from
each task is accumulated Dt=∪ts=1Ds. This serves as an
upper bound for the classification performance. Unfortu-
nately, its compute and memory requirements do not scale
well to large data streams [68]. In Freezing, the parame-
ters θf of the feature backbone f are frozen after the first
task and only the parameters θg of the classification head
g are updated for the rest of the tasks t > 1. In addition,
we report results for Static (also known as Source-Only),
where a model is only optimised on the first task [32],
which simulates a model usage without updates.

From the early class-incremental works, learning with-
out forgetting (LwF) [40] belongs to the family of ap-
proaches that apply functional regularisation to penalise
activation drift in the predictions. LwF adds a knowledge
distillation loss ℓdis [28] to the classification loss ℓcls which
ensures that the temperature-scaled predictions ŷθt of the
current model stay close to the scaled predictions ŷθt−1 of
a frozen copy of the model from the previous task:

ℓdis = −
C∑

c=1

(ŷ
θt−1
c )1/τ∑C

j=1(ŷ
θt−1

j )1/τ
log

(ŷθt
c )1/τ∑C

j=1(ŷ
θt
j )1/τ

(3)

We also report results for a variant that applies L2

knowledge-distillation on a feature-level (LwF-F) [33].
Another prominent family of methods stores a fraction

of the samples from previous tasks in a memory buffer
M and combines those exemplars with the data from the
current task (D′

t=Dt∪M) to approximate the joint distri-
bution [6, 8, 56]. We chose the Finetuning with exemplars
approach from [47] and refer to it as the Replay method.

Recently, class-incremental research has increasingly
focused on exemplar-free methods, which often utilise
class prototypes – the mean of the feature representa-
tions h – as a light-weight alternative to storing exem-
plars [54, 62, 82]. Orthogonal to the usage of class pro-
totypes, exemplar-free methods often include representa-
tion learning tasks like a rotation prediction, where the
label space Y is expanded to include rotated versions of
the original classes. Prototype augmentation and self-
supervision (PASS) [82] uses a three part loss consisting of
a self-supervised loss ℓssl based on that rotation expansion,
a knowledge distillation loss ℓdis applied on the represen-
tations h (as in LwF-F), and a task specific classification
loss ℓcls applied to samples of the current task and fea-
tures sampled from a Gaussian distribution centred around
the corresponding class prototypes with an adaptive uncer-
tainty based on the variance of the representations of each

class from the first task. They refer to the addition of noise
to the stored features as explicit prototype augmentation.

The final family of methods included in our analysis
specifically tackles the scaling of compute and memory
to large streams by utilising product-quantised (PQ) [34]
latent replay in conjunction with efficient online training
schemes, where samples are only used once for model up-
dates instead of being repeatedly iterated over throughout
many epochs. REMIND [22] was among the first methods
to utilize this strategy. They freeze an image backbone af-
ter the first task, fit a PQ model on the features and store
the quantised features for later tasks. After the first task,
they perform online training, where for every sample they
construct a combined, class-balanced batch with stored,
quantised features. SIESTA [21] extends REMIND with
a two-phase learning cycle for online learning. An effi-
cient wake phase adds incoming samples to the memory
buffer and updates a cosine-similarity classification head
using a backpropagation-free, online update step involv-
ing a running-mean calculation of each class-embedding.
The sleep phase consists of multiple update steps on re-
played class-balanced batches.

Some recent methods rely on the usage of pre-trained
foundation models as backbones for continual learning,
which are not adapted during training. This freezing
of the backbone has many advantages like avoidance
of representation drift by design [74], or the possibil-
ity to use closed-form, analytic updates for the classi-
fier [49, 52, 83]. We do not consider those methods for
our experiments for two reasons:
1. there are often no pre-trained foundation models avail-

able for many industrial tasks and use-cases, and
2. by design, the freezing of the backbone inhibits any

form of backward transfer of knowledge, which we
posit to be of great value in realistic scenarios, where
concepts can re-occur later in a data stream.

3.2. Method adaptations
After the initial interest in the permuted MNIST domain-
incremental scenario [18], a lot of continual learning re-
search shifted its attention to class-incremental scenar-
ios [37, 40, 76]. Fortunately, only some components of
existing methods rely on clear class identities (|yi| = 1).
Therefore, many strategies can be adapted to our setting.

A necessary adaptation for all methods is on the clas-
sification loss, as the cross-entropy loss ℓCE is not suitable
for multi-label targets [26]. The binary-cross-entropy loss
ℓBCE treats every class independently and is a standard
(lower) baseline in multi-label classification. Recently,
new losses have been proposed, including the asymmetric
(ASL) [60] and the two-way loss [38]. We report results
using the ASL loss, as it outperforms the other losses by
a small margin (see Tab. S2).

Many class-incremental methods utilise cross-entropy-
based knowledge distillation (Eq. (3)), which assumes that
the predictions represent a single probability distribution.
To adapt these methods, we use an alternative based on



the L2 distance, proposed by Hinton et al. [28], which is
already used by many continual learning methods [54, 82]
that apply distillation on hidden representations:

ℓ
(z)
dis =

∥∥zθt−1 − zθt
∥∥
2

◁ on logits (LwF), (4a)

ℓ
(h)
dis =

∥∥hθt−1 − hθt
∥∥
2

◁ on features (LwF-F). (4b)

Another component that needs to be adapted is the
exemplar selection, since most strategies from class-
incremental literature rely on class indices [22, 56, 81].
Possible alternatives for the multi-label setting include the
selection of samples regardless of the presence of other
classes, or a selection based on the power set problem
transformation of the label space ℘(Y), where every com-
bination of classes is treated as its own class, and ℘(Y) is
the set of all subsets of Y , including the empty set ∅ and
Y itself [11]. While this problem transformation allows
utilising any (single-label) class-incremental method on a
multi-label dataset, it comes with serious drawbacks:
1. label relationships are not efficiently encoded in the la-

bel space and need to be learned from data,
2. splitting the samples of each class into a set of 2C dis-

joint combinations introduces a serious data imbalance
problem with a long-tailed distribution where there are
often no samples for many combinations, and

3. predicting the presence of a specific class (computing
p(yc = 1|x)) becomes complex due to the need to ag-
gregate predictions for all combinations with yc.

All these factors make the learning process less data-
efficient. Thus, in the reported experiments, only pure
samples with clear class identities (|y|= 1) from the first
task are selected as exemplars for the reference bufferM.

A prominent component of many methods is the near-
est class mean classifier [2, 46, 56] or its differentiable
approximation, the cosine similarity classifier [21], where
it enables very efficient, backpropagation-free, online up-
dates of the weights of the final classifier layer. We inves-
tigate a multi-label generalisation of the cosine-similarity
classifier that was proposed in the hyper-spherical learn-
ing theory of Ke et al. [35]. In our preliminary experi-
ments (see Fig. S7), we identified a significant difference
in the magnitude of features from samples with multiple
classes being present w.r.t. the ones where only one class
is present. This causes the running mean used to update
the class-embeddings (rows of θg) in the final layer to
slowly drift towards large values when naı̈vely using the
equation from [21]. We propose to normalise the com-
puted features h to stay close to the hyper-sphere through-
out the training:

θg,c ←
kcθg,c +

h
||h||

kc + 1
, (5)

where kc is the running sample count for class c.
Very related to the scaling problems of exemplar selec-

tion strategies from class-incremental literature is the us-
age of class-prototypes of exemplar-free methods such as
PASS [82], where the mean of the representations h would

include signals from other classes in multi-label samples.
To cover as many adaptation options as possible, we ex-
plore the use of the power-set problem transformation. For
this we store a class-prototype for each encountered label
combination. While the self-supervised rotation predic-
tion task of PASS is applicable to multi-label data without
adaptation, in the specific use-case of wafer maps, their
patterns tend to have either a spherical symmetry or can
appear in any position with the same distance to the cen-
tre of the wafer. Thus, discrimination of the extra classes
generated through rotation is unfeasible. Therefore, we
use the rotation from PASS exclusively as data augmenta-
tion and not label augmentation in all experiments.

4. Experiments
We compare the performance of different baselines and
adapted methods, that were originally proposed for the
single-label class-incremental scenario, on our proposed
cardinality-incremental scenarios constructed from the
MIXEDWM38 [69], PASCAL VOC 2012 [14] and MS
COCO 2017 [42] datasets. See Sec. A and Fig. S5 in the
supplements for more details.

4.1. Training protocol
We adopt the implementation, training protocol (see Al-
gorithm 2) and most hyper-parameters (see Tab. S3) from
both the FACIL framework [47] and the work from Liu
et al. [43]. The latter provides a very strong upper bound
for (non-incremental) multi-label learning on VOC and
COCO. For improved performance and throughput [60],
a TRESNET-M [58] model f (IMAGENET-1K [19] pre-
trained for VOC and COCO, randomly initialized for
MIXEDWM38) and a linear classification head g with pa-
rameters θ={θf , θg} are optimized on the ASL loss [60]
with focusing parameters γ−=2, γ+=0 using stochastic
gradient descent. Following Masana et al. [47], we use an
adaptive stepped learning rate schedule with early stop-
ping. This ensures that methods which converge slower
receive more update steps, leading to a fairer comparison.
Each experiment is repeated with the same five seeds to
provide 95% confidence intervals.

4.2. Evaluation
In class-incremental learning, the performance of a model
is measured after each task on the test data from the
current and previous tasks [9, 47]. In domain- and
cardinality-incremental scenarios, the label space Y stays
constant throughout the stream, allowing the measurement
of the performance on future (yet unseen) data as well,
which is often used as a measure of generalisation.

In practice, evaluation usually involves complex index-
ing and metric aggregation schemes that use both the in-
dex of the task the model was last trained on and the
index of the task on which the model is evaluated. We
propose to shift this indexing complexity to the construc-
tion of several test streams, which aggregate the test data
of different tasks, simplifying the implementation of the



evaluation to a simple indexing into every test stream
using the current task index t (see Algorithm 1). The
PRESENT stream {Dtest

1 ,Dtest
2 , · · · ,Dtest

T } contains the cur-
rent in-distribution test set for each task and can either
be given by a dataset, or split from the train stream.
The PAST and FUTURE streams are used to estimate the
backward and forward transfer of knowledge [45] respec-
tively, and the ALL stream, contains all test data in every
task Dall

t = ∪Ts=1Dtest
s , providing a global performance

overview throughout the training.

Dpast
t =

{
∅ if t = 1

∪t−1
s=1Dtest

s if t > 1
(6a)

Dfuture
t =

{
∪Ts=t+1Dtest

s if t < T

∅ if t = T
(6b)

A detailed discussion of the benefits of this evaluation ap-
proach is included in the supplementary material Sec. E.

In addition to metrics like precision, recall or mean
average-precision (mAP), we also use cardinality confu-
sion matrices to investigate the relation between the pre-
dicted and true cardinality of the samples.

5. Discussion

Differences to class-incremental learning. Typical
class-incremental curves of metrics computed on past data
differ mostly in their rate of decay after a common starting
point. In comparison, the mAP-scores for each method
from the PAST test stream have very different offsets,
which stay relatively constant across tasks (see Fig. 2).
This indicates that the natural repetition of classes present
in this scenario acts as an implicit measure against the
forgetting of classes, which is in line with the class-
incremental learning with repetition literature [23, 66].

The curves on the PRESENT stream exhibit a gen-
eral downward trend, which is in line with the class-
incremental scenario [3, 47]. There, the performance of
a continual learner on the current task usually decreases
over time since: 1. free model capacity for learning
the new tasks is decreasing throughout training, and 2.
the task complexity grows with an increasing number of
classes. Both factors appear in our proposed scenario, al-
beit in different forms: a. even though a model does not
encounter new classes throughout the stream, it still in-
crementally encounters the different sub-distributions of
the label combinations, which have semantic differences
and thus require model capacity, and b. there is a strong
correlation between the cardinality and the complexity of
a scene, which explains the increasing task complexity of
our setting, as also observed by Hajimirsadeghi et al. [20].
We explore the relationship between cardinality and task
complexity in Sec. A and Fig. S6 in the supplements.

The presence of positive forward transfer in the FU-
TURE stream for all datasets suggests that the model bene-
fits from the increasing semantic similarities between later
tasks. Moreover, the significant improvement in overall

performance on ALL test data after the introduction of real
multi-label samples (|yi| > 1) in the second task under-
lines the importance of these samples for learning to dis-
criminate between classes within samples.

A final difference is the lower variance of results
when experiments are repeated over several random seeds,
which can be attributed to the deterministic stream con-
struction process as opposed to a random task split, which
is a common practice in class-incremental learning [67].
Differences between the datasets. Before comparing the
different methods, we want to highlight a few differences
between the three evaluated datasets. The MIXEDWM38
dataset [69] has a relatively balanced distribution of the
labels regarding both classes and cardinality. All wafer
maps are centred and have uniform dimensions of 52×52
pixels. Furthermore, combinations of different patterns do
not change the locations of the individual patterns, which
removes the need to learn spatial label relationships, for
which transformer decoders as classification heads have
shown promising results [7, 39, 43, 59]. All these fac-
tors combined lead to a relatively simple cardinality-
incremental scenario, which is ideal for prototyping.

By contrast, natural-image benchmarks (e.g. COCO
and VOC) exhibit greater variability in object scale and
composition. This diversity tends to reduce forward trans-
fer and increase forgetting (see Sec. A in the supple-
ments). This semantic gap between samples of higher
and lower cardinality provides an explanation for why the
Finetuning baseline performs on par with, or better than,
all evaluated methods except Replay: when the feature
distributions of successive tasks are sufficiently distinct,
updates from later tasks are less likely to interfere with pa-
rameters critical for earlier tasks, thereby reducing forget-
ting [37]. Rather than being discouraging, this opens the
door to revisiting the design goals of continual-learning
algorithms – specifically, to better preserve knowledge
tied to the sub-distributions of the different label combi-
nations that we hypothesize to be paramount for robust
multi-label generalization. In line with this perspective,
Prabhu et al. [55] showed that a simple baseline (GDumb)
can outperform specialized solutions, questioning the ef-
ficacy of recent continual learning algorithms. Originally,
we expected the presence of samples without any objects
to be of great value in the process of learning to distin-
guish the objects from the background. However, PAS-
CAL VOC does not have such background samples, and
the results do not differ significantly from the other two
datasets, which contradicted our expectations.
Differences between the methods. As in the class-
incremental setting, Joint training is the upper perfor-
mance bound for all three datasets. Its performance is al-
most matched by Replay with its simple rehearsal scheme
of adding 100 exemplars per class from the first task. Re-
search by Hemati et al. [23] and Hess et al. [27] in sce-
narios involving some form of either concept or instance
repetition align with our observations for the cardinality-
incremental scenario: 1. given enough concept repetition,



(a) MIXEDWM38 [69]

(b) PASCAL VOC 2012 [14]

(c) MS COCO 2017 [42]

Figure 2. A comparison of different continual learning baselines and methods [21, 22, 40, 47, 82] evaluated after training on every task
of three cardinality-incremental scenarios. The PAST stream contains all the test data from previously seen tasks and provides insight
into how much each method suffers from catastrophic forgetting. The FUTURE stream contains test data with yet unseen cardinality
values from future tasks and provides insight into forward transfer of knowledge. The PRESENT stream contains in-distribution test
data for the current task, and the ALL stream tests the global performance of the methods on all test data.

even Finetuning can accumulate knowledge with minor
forgetting, 2. regularisation that protects acquired knowl-
edge against catastrophic forgetting can degrade classifi-

cation performance whenever there is a need for plasticity
to accommodate new sub-distributions within the class-
distributions, and 3. implementing some form of replay,



Table 1. Results of the cardinality-incremental baselines and methods adapted from class-incremental literature. Metrics are calculated
on ALL test data after the final task and include precision ( ), recall ( ), mean average precision (mAP), and total runtime ( ).

MIXEDWM38 [69] PASCAL VOC 2012 [14] MS COCO 2017 [42]

Method ↑ ↑ mAP ↑ ↓ ↑ ↑ mAP ↑ ↓ ↑ ↑ mAP ↑ ↓

B
as

el
in

es

Joint 95 99 100 27 m 78 93 94 77 m 66 78 79 75.7 h
Finetuning 59 78 76 12 m 47 97 91 45 m 30 89 70 5.8 h
Freezing 69 90 72 11 m 46 97 88 44 m 34 82 62 2.9 h

Static 66 51 73 5 m 86 76 85 17 m 53 36 49 1.3 h

A
da

pt
at

io
ns

Replay [47] 75 99 94 14 m 72 93 92 70 m 54 80 74 5.5 h
LwF [40] 71 91 81 16 m 63 93 89 24 m 60 64 66 6.7 h

LwF-F [40] 69 92 80 15 m 50 97 90 33 m 37 84 64 14.0 h
PASS [82] 67 97 86 49 m 47 92 85 93 m 31 68 47 25.8 h

REMIND [22] 60 69 67 6 m 82 75 84 42 m 51 37 49 1.7 h
SIESTA [21] 40 98 70 10 m 53 91 83 42 m 5 99 41 1.9 h

whether through exemplars or prototypes, is highly effec-
tive in achieving performance close to Joint training.

Given that scaling issues and privacy concerns are less
pertinent in small-scale company-internal use cases, ap-
proaches that utilize Replay represent both effective and
efficient solutions for industrial applications.

Finetuning is the most plastic baseline, which gen-
erally leads to the highest performance on the current
task, while suffering the most from task-recency bias [50].
Zhao et al. [78] attribute this bias to a misalignment of
the weights of old and new classes, where the weights
of the new classes exhibit higher L2 norms. In Fig. S7,
we provide a visualisation of the distribution of the L2

norms of the weights of the classifier g. They confirm
a clear upwards trend throughout the whole incremental
learning sequence, which is not as pronounced as in pre-
vious work [29, 47]. Intriguingly, this increase in the L2

norms of the weights does not merely bias the model to-
wards the class distributions from recent tasks but also af-
fects the cardinality of the predictions, as evidenced by
the cardinality confusion matrices in Fig. 3. We term this
new aspect of task-recency bias as the cardinality bias.
This finding challenges the multi-label assumption that

the classification of each class is independent of the pres-
ence of other classes and underlines the necessity for an
explicit learning of de-correlated class and label relation-
ships from data, as these are not an innate outcome of
multi-label learning.

The Static and Freezing baselines represent the most
stable and least plastic methods. Notably, Freezing still al-
lows to update the weights of the final linear layer, which
consistently improves overall performance, without sac-
rificing performance on the PAST data. This suggests that
the final linear layer is the place where most of the adapta-
tions for the different sub-distributions within a class hap-
pens. This is in line with the argumentation from Petit
et al. [54], who stressed the importance of the ability of a
model to reorganise the feature space to encode new infor-
mation in existing class regions. The performance gains of
LwF and LwF-F [40], which are more plastic versions of
the aforementioned baselines, further support this idea.

PASS [82] is the method with the most notable down-
ward trend on the ALL stream of the natural image
datasets, which indicates that the (noise) augmentation of
the prototypes of every label combination using the vari-
ance estimates from the first task is detrimental to the per-

(a) Finetuning and Replay after task 1 (b) Finetuning after task 4 (c) Replay after task 4

Figure 3. Cardinality confusion matrices of the Finetuning baseline after training on the first (3a) and last (3b) tasks, evaluated on ALL

test data of the MIXEDWM38 dataset [69]. They display a clear bias towards the cardinality values present at those tasks, indicating that
the model has forgotten how to correctly determine them. Replaying a few samples from the first task (3c) reduces the bias significantly.



MAJOR FINDINGS OF OUR PERFORMANCE EVALUATION ON CARDINALITY-INCREMENTAL LEARNING

• Using multi-label losses is not enough for learn-
ing to discriminate between classes within samples.
Access to samples with high cardinality is crucial.

• We observed a distinct cardinality bias towards re-
cent tasks in all rehearsal-free methods.

• Methods that are designed to leverage high class-
separability struggle in multi-label settings.

• Learning the sub-distributions of the different label
combinations requires sufficient capacity and hap-
pens mostly in the final linear layer. (see Fig. S8)

• When there is a strong semantic difference between sam-
ples of different cardinality (e.g. in scale or composi-
tion), Finetuning performs better than all other meth-
ods except Replay, raising concerns as to whether they
protect the knowledge from the class-conditional sub-
distribution of different label combinations.

• The hyper-spherical learning generalisation of the
cosine-similarity classifier from Ke et al. [35] leads to
a collapse in precision caused by an over-exploitation of
the label-relationships.

formance. However, estimating the covariance matrices
for every label combination would further increase the
scaling issues of the method. A feature translation ap-
proach as suggested by Petit et al. [54] would just turn
the problem on its head: instead of forcing a covariance
structure of the single-label samples on the multi-label
ones, we would use the covariance structure from multi-
label data from later tasks to update the distributions of
the exemplars from single-label data from the first task.
The absolute difference in mAP between Finetuning and
PASS on COCO of 23% (see Tab. 1) suggests that methods
designed for single-label distributions with a high class-
separability do not fit the needs of multi-label datasets.

With its very efficient online training scheme after the
first task, REMIND almost reaches the training time of the
Static baseline, which just trains on the first task. Un-
fortunately, the class-balanced batch-construction, where
the majority of the samples within a batch come from the
product-quantised features from the memory buffer, is not
plastic enough to learn generalisable features, consistently
leading to worse performance than the Static baseline.

Unfortunately, the hyper-spherical learning generalisa-
tion of the cosine-similarity classifier from Ke et al. [35]
that we used for the adaptation of SIESTA [21] leads to a
collapse in precision caused by an over-exploitation of the
label-relationships, which can be seen as a more drastic
version of the cardinality bias. We suspect that making the
individual classifiers more expressive than a single linear
layer (e.g. the label-wise embeddings proposed by Yang
et al. [75]) might help against this collapse in precision.
Given the interesting applications of the cosine-similarity
classifier and its frequent use in class-incremental litera-
ture, it is a component worth improving for the multi-label
setting.

6. Recommendations
In this paper, we wanted to focus on a thorough intro-
duction of the cardinality-incremental scenario and the
challenges of continual multi-label learning it reveals. To
maintain that as the main focus of our work, we did not
propose a dedicated continual learning method that tack-
les the investigated challenges like the cardinality bias.
Nevertheless, we want to provide recommendations, that
should improve a continual multi-label learner:

1. Balancing not only the classes in a replay strategy
(e.g. [23]), but also the distribution of the cardinality
values (e.g. [65]) to counteract cardinality bias.

2. Using a multi-label adaptation of MixUp regulariza-
tion [71, 77] to artificially explore label combinations
for a better forward transfer of knowledge. Mi et
al. [51] already argued that MixUp regularization coun-
teracts many challenges related to continual learning
with concept repetition.

3. Using the multi-label version of knowledge distillation
and the label-wise embedding classifier from Yang et
al. [75] to improve all methods that rely on distillation.

7. Conclusions

Multi-label learning has already shown substantial im-
provements in semiconductor manufacturing contexts,
where it enhances the effectiveness of the production
through automated inspection of wafer maps [61, 69].
However, there is a notable gap in research on study-
ing multi-label classification methods in realistic contin-
ual learning settings [79]. Existing multi-label class-
incremental scenarios [12, 63] do not adequately repre-
sent real-world data streams, as they lack concept repe-
tition – a vital property inherent to most natural streams.
The multi-label cardinality-incremental scenario presents
a novel and valuable setting to explore a critical aspect
of continual multi-label learners: their ability to detect
classes reliably in the presence of other classes. This abil-
ity is crucial for achieving greater generalisation to new
combinations of previously learned classes.

Our preliminary experiments, with methods from
class-incremental literature that were adapted to the multi-
label context, have uncovered new learning dynamics and
characteristics unique to this scenario, which we summa-
rize in the grey box at the top of this page. Particularly, the
cardinality bias highlights a critical area for further inves-
tigation and method development, for which we provide
recommendations in Sec. 6. It becomes evident that con-
tinual learning in multi-label contexts is not merely an ex-
tension of single-label or class-incremental learning. The
unique challenges it presents, such as managing the over-
lap and inter-dependencies between classes while avoid-
ing catastrophic forgetting, require dedicated research.
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