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Abstract— Ensuring the ethical use of video data involv-
ing human subjects, particularly infants, requires robust
anonymization methods. We propose BLANKET (Baby-face
Landmark-preserving ANonymization with Keypoint dEtec-
tion consisTency), a novel approach designed to anonymize
infant faces in video recordings while preserving essential
facial attributes. Our method comprises two stages. First, a
new random face, compatible with the original identity, is
generated via inpainting using a diffusion model. Second, the
new identity is seamlessly incorporated into each video frame
through temporally consistent face swapping with authentic
expression transfer. The method is evaluated on a dataset of
short video recordings of babies and is compared to the popular
anonymization method, DeepPrivacy2. Key metrics assessed
include the level of de-identification, preservation of facial
attributes, impact on human pose estimation (as an example
of a downstream task), and presence of artifacts. Both methods
alter the identity, and our method outperforms DeepPrivacy2
in all other respects.

I. INTRODUCTION

Sharing datasets of human subjects, including video
footage, is crucial for advancing psychological science [1].
However, for ethical reasons, this cannot be done without
anonymizing the videos. To study development, daily spon-
taneous recordings of infants will be needed [2] to uncover
developmental trajectories at multiple and nested time scales.
The issues related to privacy and ethics are even more
pressing when it comes to infants and children.

Anonymization or de-identification is a process of trans-
forming an image that contains identifiable information, such
as a face, into another image that preserves the appearance
and the context, but hides the identity of the original image.
There are trivial ways to hide the identity of a subject like
face blurring or masking by a black box. Besides unpleasant
and unnatural results, a significant drawback is that any facial
information (age, gender, race, gaze, facial expression) is
lost together with the identity. Moreover, these manipulations
with the original image may harm downstream processes of
image analysis, such as pose estimation.

We propose a method tuned for the anonymization of
infants in video recordings. The method has two stages. First,
a novel random face that is compatible with the original
identity is generated by inpainting with a diffusion model.
Then, the novel identity is injected into every frame of the
video using a temporally consistent face swapping.

The challenge is that the subjects are infants or newborns.
This demographic group is underrepresented in computer
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Fig. 1. Infant face anonymization. Frame of the original video (a),
anonymization by the proposed BLANKET method (b), and by Deep-
Privacy2 [3] (c). The proposed method alters the identity of the infant
without introducing obvious perceptual artifacts, while keeping all other
facial attributes intact, e.g. face orientation, gaze, expression. The method
can handle face occlusion, which is challenging for the competing method.

vision datasets and models typically struggle to generalize
to unseen data. Infants have different facial features and
proportions than adults. For instance, popular generative
models for face synthesis, e.g. StyleGAN2 [4] has difficulties
to generate infants, since it was trained on the FFHQ dataset
containing mostly photos of adult faces downloaded from
Flicker. Therefore, we use, Stable Diffusion [5], a large scale
generative model to do the inpainting in the first stage. This
model was trained on a LAION dataset of billion image scale
which certainly includes infants, and so produces an image
with a new undistorted identity.

The new identity is inserted into every frame of the video
by FaceFusion [6], which ensures efficient, seamless and
temporally consistent face swap, with high-fidelity expres-
sion transfer from the original recording. See Fig. [I] for an
example of anonymization performed by our method and by
a recent popular method DeepPrivacy2 [3], a GAN-based
model.

To summarize, our contributions are as follows:

e A novel method, called BLANKET (Baby-face



Landmark-preserving ANonymization with Keypoint
dEtection consisTency), was proposed. It is tuned for
the anonymization of infants. It possess the following
properties: (1) Seamlessly changes the identity of a
subject. (2) Preserves facial expressions and all other
attributes and states of the face. (3) Produces minimal
perceptual artifacts. (4) Is temporally consistent for a
video.

o We collected a dataset of about 50 videos of infants
downloaded from YouTube.

o The method was extensively evaluated to quantitatively
assess its properties, using statistics derived from com-
puter vision estimators and by a user study. We tested
the impact of our anonymization to human pose estima-
tion, i.e., finding keypoints on the body and face in an
image, as a prominent example of a downstream task.

e We will make the code publicly available after ac-
ceptance of the paper: https://github.com/
ctu-vras/blanket-infant-face—-anonym.

The remainder of the paper is structured as follows.

Related work is reviewed in Sec. [[I} The method is presented
in Sec. Experiments are described in Sec. We close
with Conclusion, Discussion, and Future Work in Sec. [V]

II. RELATED WORK

There exists a wide variety of anonymization techniques
to conceal the identity of a person in images or video record-
ings. We refer to a survey [7] or a recent journal article [8]
for a more detailed taxonomy of the methods. There are two
approaches: Face obscuring and Face modifying methods.

A. Face Obscuring Methods

These methods are based on obfuscating a face or its
part. They include blurring, pixelization, or masking. The
advantage of these methods is their simplicity. It allows them
to be fast and not resource intensive. They rely on face
detection and tracking and a trivial operation in the face
regions. On the other hand, their disadvantage is that their
de-identification effectiveness is directly proportional to how
much the anonymized face still looks like a real face. Using
images generated with these methods on downstream tasks is
therefore impossible most of the time. For instance, placing
a black box over a subject’s face effectively conceals their
identity, but head rotation, gaze, or facial expressions are lost
completely.

B. Face Modifying Methods

Face modification methods focus on seamlessly altering
identity while ideally retaining facial attributes such as
expressions, gaze, and pose. The face is typically replaced
by another real or synthetic face. These methods ensure
high realism and utility for downstream tasks such as human
behavior analysis. These methods are usually more compu-
tationally intensive than the obscuring methods.

Before deep learning, the methods utilized face-swap by
finding a matching face of a different identity in a large
dataset. The new face replaced the original face and was
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Fig. 2. Flowchart of the proposed video anonymization. First, an image
replacing the original identity with a new compatible random identity from
the first frame is created. The new face is generated by inpainting using
Stable Diffusion [5]. Then, the new identity is swapped in every frame of
the video. We propose to use FaceFusion [6], as it provides temporally
consistent results while preserving original facial expressions.

finally blended into the original image. Examples of these
methods are the k-Same algorithm [9] and AnonySwap [10].

More recent methods often employ deep generative mod-
els for anonymization. The methods are typically based
on inpainting [11], or face swapping [12]. The generative
models used are based on Generative Adversarial Networks
(GANS) [13], [14], [15], [3], or more recently on Diffusion
Models [16], [8].

Consistent preservation of the above-mentioned facial
properties is usually not guaranteed. Moreover, all the above
methods work for images and not for a video record-
ing. Unpleasant flickering artifacts would appear if used
naively frame-by-frame on a video. The problem of video
anonymization seems to be unexplored, although there are
exceptions [17]. A recent paper [18] reports promising results
in videos. However, the code is not publicly available, so
prospects on infant face anonymization remain unclear.

III. METHOD

Here we propose BLANKET (Baby-face Landmark-
preserving ANonymization with Keypoint dEtection consis-
Tency). The fundamental idea of this anonymization method
is to employ a temporally consistent face swapping algo-
rithm. The input consists of an original video and an image
representing the new identity; see Fig. [2] This technique
ensures that the original identity is seamlessly replaced
with the new identity in the output video, avoiding spatial
artifacts (e.g., obvious seams, lighting inconsistencies, or
spurious details) and temporal inconsistencies (e.g., blinking
or flickering). In addition, except for the change of identity,
all other attributes of the face are preserved, including
head orientation, gaze, eyeblinks, facial expressions, and
emotions. The output anonymized video looks natural for
a human and is usable for downstream tasks such as facial
analysis and body pose estimation, in the same way as the
original video. We propose using FaceFusion [6], which is
a recent framework for advanced face swapping. FaceFusion
detects, tracks, and aligns faces and performs face swapping.
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The tool incorporates lip-syncing, expression-matching, and
a face enhancement model that together ensure consistency
in pose, expression, and lighting.

The challenge is to find an image of a new identity that is
significantly different from the original but still compatible.
For example, it is not possible to perform a faceswap with
the face of an adult onto a newborn. The new face should
be of the same race and gender, with approximately similar
geometric proportions. Therefore, inspired by [19], we pro-
pose generating the new identity randomly using inpainting
with the diffusion model, namely Stable Diffusion [5].

The pipeline that produces the input image of the novel
compatible identity is sketched in Fig. [3| The first frame of
the video, where the face is detected, is used. It consists of
four steps: (1) Detecting all faces in an image, (2) Finding
facial landmarks of each detected face, (3) Generating a
binary mask for the detected face, and (4) Inpainting the
masked-out face in the original image to anonymize it.

The face detector provides positions of the faces as rectan-
gular bounding boxes. We use YOLOI11 [20] to detect faces
[21]. The face bounding boxes are used to find the locations
of facial landmarks. The landmarks correspond to important
facial features, such as the eyes, mouth, and nose. We use
the SPIGA model [22] with “wflw” weights, which detects
98 distinct landmarks and predicts a head pose. Then we
construct a binary mask, as a convex hull of the landmarks.
The mask delineates the inner area of the face to be modified
by inpainting.

Image inpainting, as described in [23], is the process of
filling in missing parts of an image with such content that
an unknowing observer would not notice the modification.
Since the inpainting has no or very limited access to the
region inside the mask, the inpainting algorithm generates a
random identity that matches the area outside of the mask.
In this way, an anonymized image is finally generated.

We employ the generative model called Stable Diffusion
[5] as our image generator. For generating images, we
use two different checkpoints: “Realistic Vision V2.0’[T| and
“Realistic Vision V6.0 BI'f]

The inpainting algorithm first adds noise to the inpainted
area which is subsequently removed by the model. It means
that the algorithm does not strictly rely on the context of the
face only but uses limited information on the face itself. The
level of noise added controls the trade-off between the level
of deidentification and the compatibility. We observed that
a high level of noise produces visible artifacts more often,
while a too low level of noise generates identities too close
to the original ones.

We use a positive prompt “a face of a baby” and a standard
negative prompt. We used CFG [24] and Control-NET [25]
to fit the landmarks and face geometry and empirically tuned
all parameters to balance the above trade-off. The complete
parameter setting can be found in the code repository.

Ihttps://huggingface.co/SG161222/Realistic_
Vision_V2.0

’https://civitai.com/models/4201/
realistic-vision-v60-bl
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Fig. 3. Flowchart of the Compatible-identity generator. A random identity
is generated by inpainting algorithm, which makes the new identity com-
patible, well fitting, and seamlessly merged with the original image.

To summarize the method, the first frame of the video
is anonymized by generating a random compatible identity
by inpainting. Then, this image is fed to the FaceFusion
faceswap pipeline as a target identity input together with
the original video, which produces the anonymized video.
Inpainting with the diffusion model takes about 8 seconds
on a consumer GPU but is executed only once, while the
FaceFusion that produces the final video runs close to real
time.

IV. EXPERIMENTS

In the experiments, we extensively evaluate the proposed
anonymization method and compare it with a recent popular
tool, DeepPrivacy?2 [3].

First, in Sec. we assess the methods using several
statistical measures that reflect the level of de-identification
and the preservation of facial attributes. In Sec. [[V-B] we
will measure the impact of the anonymization to a down-
stream task, namely the pose estimation. In Sec [[V-C| we
will present our user study. Finally, Sec. showcases
qualitative results of both methods.

For evaluation, we collected a dataset of 46 videos of
infants downloaded from YouTube. Each video is approxi-
mately 100 seconds long, the total footage time is 78 minutes
comprising about 140k frames.

A. Anonymization statistics

To evaluate the level of de-identification, we use standard
face recognition model, ArcFace [26]. The model outputs
Lo-normalized descriptors for each face image. Small cosine
distance indicates faces of the same identity, while high
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