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a b s t r a c t

Information theoretic criteria such as mutual information are often used as similarity

measures for inter-modality image registration. For better performance, it is useful to

consider vector-valued pixel features. However, this leads to the task of estimating

entropy in medium to high dimensional spaces, for which standard histogram entropy

estimator is not usable. We have therefore previously proposed to use a nearest

neighbor-based Kozachenko–Leonenko (KL) entropy estimator.

Here we address the issue of determining a suitable all nearest neighbor (NN) search

algorithm for this relatively specific task.

We evaluate several well-known state-of-the-art standard algorithms based on k-d

trees (FLANN), balanced box decomposition (BBD) trees (ANN), and locality sensitive

hashing (LSH), using publicly available implementations. In addition, we present our

own method, which is based on k-d trees with several enhancements and is tailored for

this particular application.

We conclude that all tree-based methods perform acceptably well, with our method

being the fastest and most suitable for the all-NN search task needed by the KL

estimator on image data, while the ANN and especially FLANN methods being most

often the fastest on other types of data. On the other hand, LSH is found the least

suitable, with the brute force search being the slowest.

& 2011 Elsevier B.V. All rights reserved.

1. Introduction

Nearest neighbor (NN) search problem [1] consist of
preprocessing a set of points S such that for a given query
point, a nearest neighbor from S can be found quickly.
This problem has a large number of applications, such as
knowledge discovery in databases [2], case-based reason-
ing systems [3], computer aided medical diagnosis [4],
protein or sequence search in molecular biology [5],
scattered data interpolation [6], building a NN classifier

(or a k-NN classifier) in pattern recognition [7,8], or a
vector quantization encoder in signal processing [9,10]. It
is also called a post-office problem [11]. Some of the many
existing algorithms will be mentioned in Section 1.2. The
task is most often formulated in a vector space using
standard p-norms (‘1, ‘2 or ‘1), although more general
metrics such as the Levenstein distance for strings is used
for some applications.

All nearest neighbor (all-NN) search is a less studied
problem. It consists of finding a nearest neighbor from the
set S for all query points from S [12,13]. The task can be
solved by repeating a standard NN search n times, where n

is the number of points in S, but there are computational
savings to be made given that the query set is identical to
the set of points S and both are known in advance. All-NN
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search is useful in estimating a local probability density
from a set of samples, based on the observation that small
NN distances correspond to points with high probability
density and vice versa [14]. Applications include manifold
learning [15], estimation of local dimension [16], estimation
of Rényi entropy [17], Shannon entropy [18–20], Kullback–
Leibler divergence [21], and mutual information [22].

Our target application is estimating information theory
based similarity criteria for image registration. Image
registration or image alignment is one of the fundamental
image analysis tasks [23], especially in the biomedical
domain. It is used for movement compensation, motion
detection and measurement, image mosaicking, image
fusion, atlas building and atlas based segmentation. Many
image registration methods are based on optimizing an
image similarity criterion and information theoretic cri-
teria such as mutual information (MI) are frequently used,
especially in multimodal image registration [24–27], for
their ability to evaluate the statistical dependency
between images. Mutual information of two random
variables X, Y [28] is defined as IðX;YÞ ¼HðXÞþHðYÞ�

HðX,YÞ, where HðXÞ and HðYÞ are marginal entropies and
HðX,YÞ is the joint entropy. The joint entropy itself and
normalized versions of mutual information are other
often used similarity criteria. Normally, scalar pixel inten-
sities are used as features, i.e. samples of the random
variables X, Y, requiring entropy estimation in dimension
d¼2. Only a few attempts to use higher dimensionality
vector features have been made, using features such as
gradients, color, output of spatial filters, texture descrip-
tors, or intensities of neighborhood pixels [29–32]. The
main obstacle is that the predominantly used standard
histogram-based estimator [33,34] or the kernel density
estimator [35] perform poorly in higher dimensions. For
this reason, the above mentioned approaches are limited
to low dimensions (e.g. d¼4 in [29]) or need to use the
normal approximation (d¼18 in [31]).

The little known Kozachenko–Leonenko (KL) estimator
[19,20], based on NN distances, is a qualitative improve-
ment [36,37], permitting evaluation of the entropy for truly
high-dimensional features such as color (d¼6), texture
descriptors, or large pixel neighborhoods (d¼ 10�100).

The computational bottleneck of the KL estimator is
the all-NN search, since the number of pixels n in an
image and the dimension d are large, and the estimator
needs to be evaluated many times during the registration
in order to find the optimal transformation. On the other
hand, we can take advantage of the fact that (i) approx-
imate solution is acceptable; (ii) the query set is known
and identical to the set of data points; and (iii) as the
optimizer converges, the algorithm is called repeatedly
with very similar data.

The aim of this paper is to find a suitable algorithm for
the all-NN search on image generated features. It is
organized as follows: after defining the problem in
Section 1.1 and reviewing some of the existing algorithms
in Section 1.2, we describe our target application in
Section 1.3. We propose our own all-NN search algorithm
in Section 2, which is based on k-d trees but is tailored to
our particular problem, analyze its performance theoreti-
cally in Section 3, and compare it with available existing

methods in Section 4. Additional details about the pro-
blem formulation and the implementation, as well as
additional experiments can be found in our research
report [38].

1.1. Problem definition and notation

Given a set of n points S from Rd and a query point
q 2 Rd, then p 2 S is a nearest neighbor (NN) of q iff

Rq ¼ Jp�qJ¼minfJp0�qJ;p0 2 Sg ð1Þ

and Rq is the NN distance.
Since exact NN search is often too time consuming for

many application, especially for high dimensional spaces
(high d) and many points (high n), an approximate NN

problem is considered [39]. Here we judge the approx-
imation quality mainly according to the entropy estima-
tion error (see Section 1.3) but we consider also the
relative distance error and the probability of finding the
correct NN (Section 3).

All NN problem (all-NN) consists of finding, for all query
points q from S, a NN from ~S ¼ S\fqg [12,13]. Our general-
ization of the formulation is to consider S to be a multiset

[40,41], i.e. it can contain some points several times. If the
query point q has multiplicity one then we want the NN
from the rest of the points, otherwise we return q itself, the
distance Rq equal to zero, and we report the multiplicity.

The dynamic all-NN problem consists of solving the all-
NN problem for m sets of points Si ¼ fp

ðiÞ
1 ,pðiÞ2 , . . . ,pðiÞn g, with

i¼ 1, . . . ,m, each of them containing n points, assuming
that the displacement Jpðiþ1Þ

j �pðiÞj J of each point j is small
with respect to the inter-point distances JpðiÞj �pðiÞk J. In
other words, pðiÞj is seen as a trajectory of a point pj in time
i and it is assumed that the movement is slow. This allows
the datastructure built by preprocessing the set Si to be
used with few changes also for the set Siþ1, bringing
computational savings. As far as we know, this scenario
has not yet been described in the literature.

For compatibility with previous work, here we work
with the standard Euclidean ‘2 norm. However, most NN
search algorithms including ours can adapt to any ‘p norm
with minimal changes. For example, we use the ‘1 norm
for entropy estimation in [38] for its better compatibility
with the rectangular space partitioning of the k-d tree,
which can lead to up to 50% faster computation (see
Section 4.1).

1.2. Existing NN search algorithms

Nearest neighbor search in low dimensions is a well-
studied problem. For d¼1, an asymptotically optimal
solution consists of sorting the points and applying a
binary search. For d¼2, an asymptotically optimal solu-
tion involves a Voronoi diagram [42,39], however, it is
slow in practice. A number of algorithms is based on
griding or treating each dimension separately, thus trim-
ming the set of candidate points and exhaustively search-
ing the remaining ones [43–45]. Unfortunately, these
strategies only seem to be suitable for low dimensions
and distributions close to uniform.
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An often used technique for moderate d (2� 100) and
large n is hierarchical partitioning of the space or the data
points [39,42,46], creating a tree structure. Quad-tree
methods [47,48] divide the space to 2d equal hyperrec-
tangles at each level; hyperspheres are also used [49,50].
A prominent example of a data-partitioning approach is
the k-d tree [51–55], based on splitting the data points
evenly between node children at each level by an axis
parallel dividing plane. A balanced box-decomposition
(BBD) tree guarantees that both the cardinality and size
of the partitions decreases exponentially [39], avoiding
degenerate splits. A well-separated pair decomposition
[56] constructs a list of point decompositions, speeding up
the k-nearest neighbor search. All-NN algorithms with
complexity Oðn log nÞ based on quadtree-like decomposi-
tions are known [12,57].

For large d and n, solving the exact NN problem is
impractical, as it is very likely going to be too slow for
many intended applications. In fact, the complexity of
most exact NN and all-NN methods is exponential (or
worse) in d and there is no known method which is
simultaneously approximately linear in storage space and
logarithmic in query time [39,58,42,59]. Approximate NN
search can guarantee bounds on the error of the reported
NN distance [39]. The best-bin-first (BBF) strategy [53]
with a limit on the number of visited nodes appears to be
faster [60] but without the error guarantee. Muja and
Lowe [60] use several k-d trees with randomly chosen
splitting dimension, which improves the performance in
higher dimensions. They also suggest to use a tree based
on recursive k-means clustering. A spill tree [61] method
traverses the tree without backtracking while making the
boxes overlap, returning the correct NN point with high
probability [61].

For very large number of dimensions (d4100), the
most promising approximative approaches are based on
random projections [62,63] or locality sensitive hashing
[64–67], especially if the intrinsic dimensionality of the
data is large and a large errors are acceptable [68],
otherwise spatial tree based approaches are to be pre-
ferred [61].

Dynamic NN search algorithms address the case of
solving the NN or all-NN problem repeatedly, with a
changing point set S. As far as we know, all previously
described methods handle only the inserting and deleting
of points between queries [69–72] or the case of points
moving along a predetermined trajectories [54]. This is
different from our problem, where the points move slowly
but in an unpredictable way.

There are also algorithms for general metric spaces
without a vector space structure [73,74] and algorithms
for very large datasets which do not fit into memory.
These are outside the scope of this paper.

1.3. Nearest neighbor entropy estimation

Our target application is estimating entropy using a
little known Kozachenko–Leonenko (KL) NN-based
entropy estimator [19,20]. Given a set of n samples S of

a random variable F in Rd with a probability density
distribution f, the Shannon entropy of F

HðFÞ ¼ �

Z
x2Rd

f ðxÞlog f ðxÞ dx ð2Þ

can be estimated as

ĤðFÞ ¼
d

n

X
q2S

log Rq

 !
þC ð3Þ

where n is the number of samples, d is the dimensionality
of the space, and Rq is the NN distance for a point q in
~S ¼ S\fqg as defined by (1). The constant C is

C ¼ log
ðn�1Þpd=2

Gð1þd=2Þ
þge ð4Þ

if Rq is measured using the ‘2 norm and

C ¼ logð2d
ðn�1ÞÞþge ð5Þ

for the ‘1 norm, with ge � 0:577 being the Euler–
Mascheroni constant.

As this estimator does not use binning, it is more
suitable for high dimensionality data and/or small sample
sizes than the standard histogram approach, mainly
because of its small bias [20,36,75]. The estimator (3) is
asymptotically unbiased and consistent under very gen-
eral conditions. Here we note only that in practice the
estimator works as long as f is smooth and bounded (no
Dirac impulses), for details see [19,76].

In image registration, the intensity values are often
quantized and conflicts (i.e. repeated values leading to
Rq ¼ 0) happen frequently. Some authors advocate adding
a low-amplitude perturbation to the data [22]. We prefer
to robustify the estimator by replacing the log Rq function
[37] in (3) by

log0Rq ¼

d log Rq for RqZe

logðed=wSðqÞÞ for Rqoe

(
ð6Þ

where wSðqÞ is the multiplicity of point q. This can be
viewed as switching to a kernel estimator for Rqoe.
Instead of a hard threshold, a smooth transition can be
used [75].

2. Method

Our method [37] uses a k-d tree structure [51] with the
best-bin-first (BBF) search strategy [53] and four main
enhancements which make it suitable for our application:
(i) tight bounding boxes (Section 2.1); (ii) all-NN search
instead of repeated NN search (Section 2.2); (iii) incre-
mental update (Section 2.3); (iv) efficient handling of
multiple points (Section 2.1).

2.1. Building extended k-d tree

A k-d tree [51,77,78] stores data points in its leaves.
Each node represents a hyperinterval (an axis aligned
hyperrectagle), which we call a loose bounding box (LBB) of
the node. The LBBs at one level form a complete partition-
ing of the space Rd. Each leaf node contains a multiset of

J. Kybic, I. Vnučko / Signal Processing 92 (2012) 1302–13161304
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points from S that belong to its LBB. The tree building
Algorithm 1 is based on recursive splitting. We start with
the entire input multiset S as the root node and the whole
space Rd as its LBB. Then, recursively from the root, for
each node Q with at least L points we choose the splitting
dimension m as the longest edge of the TBB and
the splitting value x as the median of the coordinate m

values [52].

Algorithm 1. BuildTree, for building the extended k-d
tree.

Input: Multiset of points S from Rd .

Output: k-d tree T for S.

function BuildTree(S):

create root node R with points S and LBBR ¼Rd

SplitNode(R)

return tree T with root R

function SplitNode(tree node Q with points P and LBBQ ):

compute TBBQ as follows:

lQi ¼minfxi;x 2 Pg, hQ
i ¼maxfxi; x 2 Pg

if number of points JPJ4L then

m’arg max1r irDðx
H
i �xL

i Þ

x’Medianfxm; x 2 Pg

PL’fxm ox; x 2 Pg

PR’fxm Zx;x 2 Pg

LBBL’fxm ox;x 2 LBBQ g

LBBR’fxm Zx;x 2 LBBQ g

if neither PL nor PR is empty then

create left child L of Q with points PL and LBBL

create right child R of Q with points PR and LBBR

SplitNodeðLÞ

SplitNodeðRÞ

66666664

66666666666666666666666664

Duplicate points are guaranteed to fall into the same
leaf. If all points in a node are identical, the node is
marked as degenerated and is not split further. This
reduces the depth of the tree and accelerates the search
in case of many identical points.

As a novelty, we also maintain and store a tight
bounding box (TBB) for each node. The TBB of a node Q

is the smallest hyperinterval (in the sense of inclusion)
containing all points in the subtree of Q. In Fig. 1a, TBBs
are drawn in dashed lines.

For the purpose of the dynamic tree update (Section
2.3) we introduce a parameter d 2 /0,0:5S, limiting each
child subtree to contain at most ð12 þdÞnp points, where np

is the number of points of its parent subtree [54]. The
parameter d controls the trade-off between the update
speed and search speed (Section 2.3).

2.2. Exact all nearest neighbor search

To find all NNs we loop through all leaves and through
all points in each leaf. Each point q 2 S acts as a query
points and we find its nearest neighbor q̂. The method is
described in Algorithm 2 (ignore the parameter V for the
moment). The novelty is that instead of starting from the
global root, the search starts from the leaf Q containing
the query point q (see Fig. 2). This way we immediately

have a good upper bound on the NN distance and often
the correct NN itself.

Algorithm 2. allNNSearch finds the mapping q/ðq̂,wS

ðqÞÞ for each point q in the tree T. If V ¼1, then
q̂ ¼NN0SðqÞ is the exact NN, otherwise q̂ 2 Se is an approx-
imate NN.

Input: Tree T with points S, maximum number of visited points V

Output: Exact or approximate NN q̂ , the distance Rq ¼ Jq�q̂J and

multiplicity wSðqÞ for each query point q 2 Se .

function allNNSearch(tree T):

foreach leaf Q of the tree T do

foreach point q from leaf Q do

bcall NNSearchðq,Q Þ and store results

$

function NNSearch(querypoint q from leaf Q):

pmin’arg minx2Q \fqgJq�xJ

Rmin’Jq�pminJ

if Rmin ¼ 0 then

b return ðpmin ,Rmin ,wSðqÞÞ

v’V�JQJ

PQ’empty priority queue of node pairs ðZ,Z0Þ sorted by ZZ

PushIfBetter(Parent(Q), Q)

while PQ not empty and v40 do

ðZ,Z0Þ’pop the top element from PQ==elementisremoved

if ZZ ZRmin then

9 return ðpmin ,Rmin ,1Þ

if Z is a leaf then
R’minx2ZJq�xJ

v’v�JZJ

if RoRmin then

Rmin’R
pmin’arg minx2ZJq�xJ

$

�������������
else

==Examine yet unseen nodes accessible from Z

for X in fParent,LeftChild,RightChildgðZÞ\fZ0g do

b PushIfBetterðX,ZÞ

66664

6666666666666666666666666666664
return ðpmin ,Rmin ,1Þ

function PushIfBetternew node X, previous node Z:

if X ¼ ParentðZÞ then

9 ZX ¼ dðq,RD
\LBBZ Þ

else

b ZX ¼ dðq,TBBX Þ

if ZX oRmin then

b pushðX,Z,ZX Þ to PQ

While traversing the tree, the points in so far unseen
leaf nodes are searched and the currently best NN
candidate q̂ is updated. The search order is determined
according to the best-bin-first strategy [53] using a lower
bound ZX of the distance from the query q to yet
unexplored points reachable from a node X. The lower
bound ZX is calculated as follows: If X is not an ancestor of
Q (in the sense of the original edge orientations), then q
lies outside of X and ZX is the distance of q to its TBB,
ZX ¼ dðq,TBBXÞ. Otherwise, if X is an ancestor of Q, then q
lies inside X and we set ZX as the distance of q to the yet
unseen part of the X subtree, ZX ¼ dðq,Rd

\LBBZÞ, where Z is
an already explored child of X and is either equal to Q or
its ancestor. Both cases are illustrated in Fig. 2a as ZH and
ZA, respectively.

A priority queue of nodes to be explored is maintained,
sorted by Z. Nodes with Z higher than the currently best

J. Kybic, I. Vnučko / Signal Processing 92 (2012) 1302–1316 1305
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NN distance are pruned, since they may not lead to an
improvement. If such a node is found at the top of the
queue, the search is terminated.

2.2.1. Approximate search

The algorithm described in the previous section guar-
antees to find the exact NN but can be too slow for some
applications, despite the pruning. This is not surprising
since so far no algorithm is known achieving simulta-
neously logarithmic exact NN search time in roughly
linear memory [39]. We will therefore consider approx-
imate search. A simple change of the presented algorithm
leads to an approximative, but potentially much faster
version. It is controlled by a parameter V that bounds the

number of visited points [53]. Then the search is stopped
and the best result so far is reported. Algorithm 2 already
incorporates this change.

2.3. Dynamic tree update

If the changes between point positions in subsequent
invocations of the all-NN search algorithm are sufficiently
small, updating the tree is faster than rebuilding it from
scratch. The Algorithm 3 takes a multiset S and a corre-
sponding tree T and updates the tree to correspond to a
new set of points S0; we assume a one-to-one mapping
between the points in S and S0.

Fig. 1. A k-d tree example in a 2D space. (a) Solid blue lines marked by uppercase letters represent the splitting hyperplanes hierarchically subdividing

the space into loose bounding boxes (LBB) corresponding to tree nodes. Dashed lines show the tight bounding boxes (TBB). (b) The k-d tree itself, with

round non-leaf nodes marked by the corresponding dividing hyperplanes and rectangular leaf nodes each containing a set of data points denoted by

numbers. (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)

J. Kybic, I. Vnučko / Signal Processing 92 (2012) 1302–13161306
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Algorithm 3. UpdateTree, updating the tree after the
points have been moved.

Input: Tree T with root R and modified points S0

Output: Updated tree T.

function UpdateTree(tree root R):

UpdateNode(R)

RebuildNode(R)

function UpdateNode(tree node Q):

if Q is not a leaf then

UpdateNodeðLeftChildðQ ÞÞ

UpdateNodeðRightChildðQ ÞÞ

$

move points from Q not inside LBBQ to ParentðQ Þ

function RebuildNode(tree node Q):

if X is a leaf then

9 compute and store TBBX

else

foreach point x in Q do

==m andxare the splitting dimension and

value forQ

if xm ox then

9 move x to LeftChildðQ Þ

else

b move x to RightChildðQ Þ

6666666666664
==J � J denotesthenumberofpointsinasubtree

if maxðJLeftChildðQ ÞJ,JRightChildðQ ÞJÞ4ð12 þdÞJQJ then

9 X’SplitNodeðQ Þ ==Algorithm1

else
RebuildNodeðLeftChildðQ ÞÞ

RebuildNodeðRightChildðQ ÞÞ

TBBQ’combine TBBs of children of X

66664

666666666666666666666666666666664

Fig. 2. The same k-d tree as in Fig. 1 with an example of a NN search. In the top image (a) we have marked the query point q (number 4) by a red dot. We

have also marked the distance ZH from q to TBBH (in green). The distance from q to the LBBC (in cyan) is denoted ZA , as it is a distance to a yet unexplored

part of the tree accessible through A (see the text for more details). On the bottom graph (b) we can observe how a query for the NN of point q (point

number 4) proceeds, starting from the leaf I, visiting nodes F, B, A, C, D, G, and K, in that order (marked by red arrows), always going to the node with the

currently smallest distance bound Z, until the nearest neighbor, point number 3 in leaf K is finally found. All other paths are pruned. (For interpretation of

the references to color in this figure legend, the reader is referred to the web version of this article.)

J. Kybic, I. Vnučko / Signal Processing 92 (2012) 1302–1316 1307
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We first detect points from the tree T which have
moved out of the LBBs of their original leaves and
attribute them to the appropriate new leaves. The TBBs
of affected nodes are updated. Finally, parts of the tree
violating the balance condition (Section 2.1) are rebuilt.

3. Theoretical performance analysis

The asymptotically most time consuming step in
building the tree (Section 2.1) is calculating the TBBs which
takes O(Ld) time per node, where L is the number of
points in a node; median calculation takes O(L) time per
node. The total asymptotic time complexity of building
the tree is therefore Oðdn log ðn=LÞÞ, where log2ðn=LÞ is the
depth of the tree. However, note that for our application
the tree building time is usually negligible compared to
the all-NN search time.

It is easy to establish lower and upper bounds on the
complexity of a single exact NN search, given a query point
and a cell Q it belongs to. In the worst case, the point
needs to be compared with every other point with
complexity O(nd), the same as for the brute force algo-
rithm. In the best case, the NN is always found inside the
same leaf as the query, so only OðLdÞ � OðdÞ operations are
needed, since L is a small constant and L5n. For the
approximate search (Section 2.2.1), the worst-case com-
plexity is reduced to O(Vd), since at most V points are
searched. Using TBBs instead of LBBs will not change any
of those bounds.

In the best case for tree update, the points are checked
but no other work is done, with a complexity O(dn). In the
worst case, the whole tree needs to be rebuilt and the
complexity is the complexity of the build operation,
Oðdn logðn=LÞÞ.

3.1. All nearest neighbors search performance

Iterating over all points for the all-NN search (Section
2.2) takes time O(n), because each tree node is visited
once. This leads to the total best-case/worst-case com-
plexity of the exact all-NN search to be O(nLd) and Oðn2dÞ,
respectively. In the approximative case, the complexity is
O(nVd). This is better than the standard approach by
repeated NN search, where iterating over all points takes
time Oðn log nþLdÞ �Oðn log nÞ, leading to a total com-
plexity Oðn log nþnLdÞ in the best case for the exact
search and Oðn log nþnVdÞ for the approximate search
(Section 2.2.1). The worst-case bound is unchanged. From
our experience, about 50% speedup can be expected (see
Table 3).

3.2. Basic average case analysis

Average case asymptotic complexity of a particular
simple k-d tree-based exact NN search algorithm was
analyzed [79,59] and was found to be OðnrÞ with r� 0:06.
The multiplicative factors and the possibly exponential
dependence on the dimension d were not analyzed.

Table 1
Comparison of the tree build, search, and total times for an all-NN search for the BBF and ANN methods depending on the point distribution, for n¼105.

The shortest total time for each configuration (dimension d and a distribution type) is typeset in bold.

Type d BBF ANN FLANN

Bld Search Tot Bld Search Tot Bld Search Tot

Normal 2 0.1 0.1 0.2 0.1 0.3 0.4 0.1 0.5 0.6

Normal 5 0.1 2.1 2.2 0.2 2.5 2.7 0.1 3.7 3.8

Normal 10 0.2 116.6 116.8 0.4 88.6 89.0 0.1 76.8 77.0
Normal 20 0.3 2979.8 2980.1 0.6 1597.3 1597.9 0.2 2783.0 2783.1

Uniform 2 0.1 0.1 0.2 0.1 0.3 0.4 0.1 0.6 0.6

Uniform 5 0.1 1.5 1.7 0.2 1.9 2.1 0.1 3.3 3.3

Uniform 10 0.2 41.8 42.0 0.4 41.1 41.6 0.1 38.9 39.0
Uniform 20 0.3 2994.4 2994.7 0.8 1280.5 1281.2 0.2 2350.9 2351.1

Corrnormal 2 0.1 0.1 0.2 0.1 0.3 0.4 0.1 0.5 0.6

Corrnormal 5 0.1 2.0 2.0 0.2 2.9 3.1 0.1 3.6 3.7

Corrnormal 10 0.2 77.1 77.3 0.4 49.5 49.9 0.1 43.4 43.6
Corrnormal 20 0.3 1115.9 1116.1 0.5 402.2 402.7 0.2 670.1 670.3

Corruniform 2 0.1 0.1 0.2 0.1 0.5 0.5 0.1 0.6 0.6

Corruniform 5 0.1 2.0 2.1 0.2 2.3 2.5 0.1 3.7 3.8

Corruniform 10 0.2 75.6 75.8 0.5 49.4 49.8 0.1 46.2 46.4
Corruniform 20 0.3 1177.6 1177.9 0.5 464.3 464.8 0.2 700.1 700.3

Clustered 2 0.1 0.1 0.2 0.1 0.4 0.5 0.1 0.6 0.7

Clustered 5 0.1 1.7 1.9 0.2 2.5 2.7 0.1 3.8 3.9

Clustered 10 0.2 29.8 30.0 0.6 39.9 40.4 0.1 36.6 36.7

Clustered 20 0.3 290.5 290.9 1.0 214.4 215.4 0.2 444.8 445.0

Subspace 2 0.1 0.1 0.2 0.1 0.4 0.5 0.1 0.6 0.7

Subspace 5 0.1 2.0 2.1 0.3 3.7 4.0 0.1 4.1 4.2

Subspace 10 0.2 71.9 72.1 0.4 76.6 77.0 0.1 60.5 60.6
Subspace 20 0.3 1406.7 1407.0 0.8 954.8 955.6 0.2 1414.0 1414.2

Imgneighb 2 0.1 0.1 0.2 0.1 0.2 0.3 0.1 0.5 0.5

Imgneighb 5 0.1 0.7 0.8 0.3 1.2 1.5 0.1 1.9 2.0

Imgneighb 10 0.2 3.8 4.0 0.7 11.4 12.2 0.1 13.3 13.4

Imgneighb 20 0.2 19.8 20.0 1.7 71.3 73.0 0.2 94.1 94.3

J. Kybic, I. Vnučko / Signal Processing 92 (2012) 1302–13161308



Author's personal copy

Furthermore, due to the nature of the equations which do
not seem to admit closed-form solutions [80,79] we do
not expect the analysis to be extended to the approximate
NN search algorithm studied here. Indeed, the BBF
approach [53] we are using has been proposed 14 years
ago and yet according to our best knowledge it has not
been theoretically analyzed. We have therefore chosen to
make a number of simplifying assumptions, following and
extending the idealized but tractable analysis of Friedman
et al. [52], which we recall here briefly for completeness.

Let as consider the smallest ball B centered around one
of the data points q 2 S which contains exactly k other
points. It can be shown [52] that its probability contents
uk ¼

R
Bf ðxÞ dx, where f ðxÞ is the probability density, is a

random variable independent of f and following a beta
distribution with expected value k=n, where n is the total
number of points including the query. Assuming that the
density f is locally constant, from uk � vkf we see that the
expected volume vk of B is kf�1=n.

By the same argument, the expected volume of the
LBBs of the tree leaves is Lf�1=n, where L is the number of
points per leaf. Since the longest edges tend to be split
when constructing the trees, we conclude that the LBBs
are approximately hypercubical with edge length

eL ¼ v1=d
L ¼ ðLf�1=nÞ1=d.

We are now ready to estimate the number of leaf
nodes that need to be considered in the exact NN search
with query point q. It is bound from above by the number
of leaves intersecting with B for k¼1, which is in turn
bound by the expected number nL of leaves intersecting
with a hyperrectangle containing B, calculated as

nL ¼
eB
eL
þ1

� �d

¼
GðdÞ

L

� �1=d

þ1

 !d

¼
2Gðd=2þ1Þ1=dffiffiffiffi

p
p

L1=d
þ1

 !d

ð7Þ

where eB ¼ ðvkGðdÞÞ1=d with k¼1 is the hyperrectangle
edge length and GðdÞ ¼ 2dGðd=2þ1Þp�d=2 is the ratio of a

Table 2
We show the build (Tb) and all-NN search (Ts) times for the perturbed dataset as well as the time (Tu) needed to update a tree created for the first dataset

and the search time (Ts0 ) using the updated tree. All times are in seconds. We also show the sums Tbþ s ¼ TbþTs and Tuþ s0 ¼ TuþTs0 . The best of the two

times for the pairs Tbþ s ,Tuþ s0 and Tb ,Tu is typeset in bold. The parameter d controls the allowed unbalance of the tree.

s d Tb Ts Tu Ts0 Tbþ s Tuþ s0

0.001 0.0 0.14 1.48 0.16 1.57 1.62 1.73

0.001 0.1 0.14 1.50 0.05 1.49 1.64 1.55
0.001 0.2 0.14 1.49 0.05 1.49 1.63 1.54
0.001 0.3 0.14 1.50 0.04 1.50 1.63 1.54
0.001 0.4 0.15 1.50 0.05 1.49 1.64 1.53
0.010 0.0 0.14 1.49 0.19 1.59 1.63 1.79

0.010 0.1 0.13 1.48 0.05 1.51 1.61 1.56
0.010 0.2 0.14 1.50 0.06 1.49 1.64 1.55
0.010 0.3 0.14 1.47 0.05 1.47 1.61 1.52
0.010 0.4 0.14 1.48 0.05 1.50 1.62 1.55
0.100 0.0 0.14 1.64 0.24 1.80 1.78 2.04

0.100 0.1 0.14 1.63 0.09 1.66 1.78 1.76
0.100 0.2 0.13 1.62 0.09 1.66 1.75 1.74
0.100 0.3 0.14 1.62 0.09 1.66 1.75 1.75
0.100 0.4 0.14 1.64 0.08 1.64 1.78 1.72

Table 3
Means and standard deviations of total times (build and all-NN search) in seconds for evaluating joint entropy for the example in Fig. 5 for neighborhood

features with neighborhood size h for different all-NN search methods. ‘bbf-tbb’ stands for BBF without TBBs, ‘bbf-ann’ stands for BBF with repeated NN

search. Best times (at significance level 5%) are shown in bold.

h¼1, d¼2 h¼2, d¼8 h¼3, d¼18

bbf 0:0870:003 0:3570:025 0:6470:032

bbf-tbb 0:1270:015 0:4270:028 0:6170:037

bbf-ann 0:2670:019 0:6170:030 1:0370:047

flann 0:1770:009 1:1170:072 1:8570:074

ann 0:0870:003 0:3870:037 2:0270:138

lsh 83:6771:316 18:6372:069 32:3771:268

brute 57:2070:015 119:0970:491 246:8974:143

h¼4, d¼32 h¼5, d¼50 h¼6, d¼72

bbf 1:8270:089 2:4570:055 3:0370:111

bbf-tbb 2:0870:113 2:6970:130 4:0370:213

bbf-ann 3:0170:083 3:7670:100 5:2670:182

flann 2:4170:066 2:7770:057 3:3270:079

ann 4:5370:362 9:8671:343 18:6972:335

lsh 115:3476:019 296:62716:898 603:607263:985

brute 476:26722:841 639:20724:961 894:30787:120
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hyperrectangle and an enclosed hypersphere volumes.
Round-off errors are neglected. The number of points to
examine is therefore nc ¼minfnLL,ng�1 (not counting the
query point). We set L¼1 since it minimizes nc, but note
that in practice larger values are usually optimal due to
overhead associated with the tree traversal. Then the
number of points to examine is

nc ¼minfgd,ng�1

with g¼ 2p�1=2Gðd=2þ1Þ1=d
þ1� 1þ

ffiffiffiffiffiffi
2d

pe

r
� 1þ0:4839

ffiffiffi
d
p

ð8Þ

where the approximation comes from the Stirling’s for-
mula. The constant g can be interpreted as the number of
leaf bounding boxes that the search region intersects in
each dimension; g¼ 2 for d¼1 and g� 6 for d¼100. Then
OðncÞ and OðnncÞ are the total complexities of a single
exact NN search and an all-NN exact search, respectively.
For the approximate search, the complexities are reduced
to OðminfV ,ncgÞ and OðnminfV ,ncgÞ, respectively, since the
search is aborted after having examined V points.

Several remarks can be made: first, recall that this is only
an upper bound on the expected complexity, we have for
example not taken into account that the leaves are exam-
ined in the best-bin-first order and the pruning it allows.
From practical experiments, it seems that nc indeed behaves
like gd but with rather smaller g� 1� 1:5, depending on the
distribution (see e.g. Fig. 4 and Table 3). Second, there is an
even simpler and more intuitive argument leading to a
formula with similar asymptotic behavior (in d): assuming
that a leaf LBB is a hypercube with edge length eL, a
maximum ‘2 distance inside is eLd1=2, hence we need to
examine neighboring leaves intersecting a hypersphere with
radius eLd1=2; the volume of the hypersphere and therefore
the number of such leaves is proportional to dd=2, so
nc � dd=2 (compare with (8)). Third, the bounds remain valid
even if the points are located on a manifold with a local
dimension d0od, with d0 replacing d; while the edge size
will vary depending on the orientation of the tangent space
with respect to coordinate axes. Fourth, complexity is
reduced by using the ‘1 norm instead of the l2 norm. In
this case the hypercube diameter is equal to its edge length
eL and in a regular grid such a hypercube can intersect with
at most 2d leaves, so nc � 2d, i.e. g¼ 2.

Using tight bounding boxes (TBBs) is beneficial if the
number of points in a leaf (governed by L) is small or if the
point density is inhomogeneous, making the TBBs sig-
nificantly smaller than the enclosing LBBs. This way the
number of nodes to be searched is reduced, since it is less
likely for the ball B to intersect the smaller TBB than the
larger enclosing LBB. Based on the analysis above, we can
estimate the speed improvement as follows: let us
assume that the ratio between the size of TBBs and LBBs
is b 2 ½0;1� in each dimension. A search region will on the
average overlap g LBBs in each dimension (8). The search
region will also overlap the TBBs associated with these
LBBs, except the extremal ones, which we assume will be
only overlapped with probability b. Hence ~g ¼ gþb�1
TBBs will be overlapped in each dimension, with the total
number of points being searched nc ¼minf ~gd,ng�1. We
therefore expect the search time to be reduced by a

constant multiplicative factor, which is consistent with
our experimental results (see Table 3).

3.3. Approximation error analysis

Based on the derived estimate of nc, the approximation
error caused by limiting the number of examined points
to V will be evaluated in terms of two quantities: the
fraction of correctly identified nearest neighbors x and the
relative error e. The fraction of correct NNs, i.e. the
probability of finding the correct NN, can be estimated
as follows: in order to be sure to find the NN, we should
examine a set U of nc points but instead at most V points
from a set VDU are examined. Assuming V rnc , the
probability of finding the correct NN is

x¼
V

nc
ð9Þ

Note that this is a conservative estimate, assuming that
the points are examined in a random order, instead of
taking the most promising leaves first, as it is done by the
BBF strategy.

An often used performance metric for NN search
algorithms is the mean relative error over all points

e ¼ Eq2S½eq� with eq ¼
R̂q

Rq

�1 ð10Þ

where R̂q is the estimated and Rq the true NN distance for
point q. We first express the probability that a ball or
radius r does not contain any of N random sample points

Q ðr;NÞ ¼ ð1�ardÞ
N1rrrmaxU

with a¼ fcd, rmax ¼ a�1=d, and cd ¼
pd=2

Gðd=2þ1Þ
ð11Þ

where 1 � U is the Iverson bracket, f is the locally constant
density and cd is the unit hypersphere volume. Note that
for large N we have Q � expð�ardNÞ, which is another
formula used in the literature [20], which would however
lead to more difficult integration later on. The corre-
sponding probability density of a NN being found at
distance r is

qðr;NÞ ¼Nð1�ardÞ
N�1a drd�11rrrmaxU ð12Þ

Let us define the NN distance in the complete set U as
rU ¼minfJp�qJ;p 2 Ug and similarly for V and its com-
plement W ¼ U\V. This decomposition has the advantage
that RV and RW are independent. Since RU ¼minfRV ,RWg,
we can express the expected relative error as

e ¼ EW ½EV ½e9RW �� ¼
Z rmax

0
qðRW ;nc�VÞEV ½e9RW � dRW ð13Þ

with EV ½e9RW � ¼
Z rmax

0

RV
minfRV ,RWg

qðRV ;VÞ dRV�1 ð14Þ

Substituting (12) into (14) and (13) allows this double
integral to be calculated numerically. To obtain analytical
formulas, we decompose (14)

EV ½e9RW � ¼
Z RW

0
qðRV ;VÞ dRVþ

Z rmax

RW

RV
RW

qðRV ;VÞ dRV�1
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integrate the first part and substitute (12)

¼�Q ðRV ;VÞþ
Vad

RW

Z rmax

RW
ð1�aRd

V Þ
V�1Rd

V dRV

Further substitution of s¼ aRd
V leads to

¼�Q ðRV ;VÞþ
V

RW
a�1=d

Z 1

aRd
W

ð1�sÞV�1s1=d ds ð15Þ

where we can recognize the complete and incomplete
beta function B

¼�Q ðRV ;VÞþ
V

RW
a�1=d B

1

d
þ1,V

� �
�B aRd

W ;
1

d
þ1,V

� �� �
ð16Þ

This way we can calculate the inner integral (14) analy-
tically. The outer integral (13) still has to be calculated
numerically. This can be avoided by a polynomial approx-
imation

s1=d � gðsÞ ¼
XM

m ¼ 0

amð1�sÞm ð17Þ

for some moderate M (e.g. 3–10) where the coefficients am

are chosen to minimize the least squares error

XM�1

i ¼ 0

ðgðsiÞ�s1=d
i Þ

2 for si ¼
i

M�1
ð18Þ

which can be done by solving a small linear system of
equations. It allows us to approximate the incomplete
beta function as

B r;
1

d
þ1,V

� �
�
XM

m ¼ 0

am

mþV
ð1�ð1�rÞmþV

Þ ð19Þ

Substituting into (15) and (13) yields, after lengthy
calculations, an analytical formula for the mean relative
error

e ¼ V

nc
þðnc�VÞV B 1�

1

d
,nc�V

� �
B 1þ

1

d
,V

� �
�I

� �
�1

with I¼
XM

m ¼ 0

am

mþV
B 1�

1

d
,nc�V

� �
�B 1�

1

d
,ncþm

� �� �

ð20Þ

The behavior of both error measures e and x can be
observed in Fig. 3 where the predictions can be compared
with measured results on simulated uniformly distributed
data with n¼104. We can see that the global shape of the
curves is correct even though the absolute numbers are
not, our analysis is too pessimistic. This is probably
because we were not able to take into account the order
in which the k-d tree nodes are being searched during the
BBF procedure. This appears to be an open research
problem.

4. Experiments

We have implemented our algorithm in Cþþ and
performed several experiments on a standard PC with
an Intel i7 processor. We are comparing our algorithm
(denoted BBF) against the brute force algorithm (referred
to as ‘brute’) and three state-of-the-art approximate NN

search implementations: (i) the ANN library1 by Arya and
Mount [39] (referred to as ANN), which uses a balanced
box decomposition (BBD) tree; (ii) the FLANN library2 by
Muja and Lowe [60], which uses randomized k-d or
hierarchical k-means trees; and (iii) a locality sensitive
hashing (LSH) as implemented in the Caltech Large Scale
Image Search.3 All libraries were compiled according to
provided instructions.

For each method we have identified the main para-
meters and tried to set them to optimal values for given
size, dimensionality, and class of data, by first exhaus-
tively trying a number of parameter combinations from
operator-suggested ranges and then optimizing locally,
similarly to [60]. However, for larger datasets we could
only afford to test a small number of parameter
combinations.

The ANN library was the easiest to handle in this
aspect, as we only needed to specify the approximation
factor e, which was very intuitive. Interestingly, some-
times we could set e as high as 10 and still obtain useful
entropy estimates with much lower error. All other para-
meters were left to default or suggested automatically.

In our BBF algorithm, we varied the leaf size L and the
maximum number of visited points V. Increasing V mono-
tonously decreased the error and increased computation
time. For L, there was a shallow data-dependent optimum
between L¼15 and L¼150.

The FLANN library is capable of automatic parameter
selection. It is too time consuming to be used at every run
or on the larger datasets, but we have applied it to a
number of representative cases to bootstrap our para-
meter tuning procedure. We have mostly used a single k-d
tree with the ‘checks’ parameter determining the number
of leaves to check and thus playing the role of V in BBF.
Only at high dimensions and if high accuracy was
required, we used 4–10 k-d trees.

In the LSH method we have used the ‘2 hash function,
‘2 distance and bin width h¼0.25, which proved optimal.
We have then varied the number of hash functions and
the number of tables. The number of hash functions
influences the number of points per bin and therefore
the trade-off between computation time and recall.
Increasing the number of tables increases accuracy at
the expense of computational time. Typically, we would
use 50–500 hash functions and 1–20 tables.

4.1. Exact search

The first set of experiments (Fig. 4) demonstrates the
dependence of the total time to find all exact NNs on the
number of points n for two different dimensions d for
normally and isotropically distributed data. LSH was not
included in this comparison because it cannot find the
exact solution. For d¼5, we can see that the brute force
method is quadratic as expected, while the complexity of
the other methods is only slightly worse than linear.

1 http://www.cs.umd.edu/�mount/ANN/
2 http://www.cs.ubc.ca/�mariusm/index.php/FLANN/FLANN
3 http://www.vision.caltech.edu/malaa/software/research/

image-search
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Fig. 3. Comparison of predicted (left) and measured (right) dependencies of the ratio of correct NNs found x and relative error e on the dimension d and

the number of nodes searched V. We show the means of 10 repetitions for n¼104 points uniformly distributed inside a unit hypercube. The horizontal

scale of the right and left graphs is the same, except for the bottom left graph.
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Unfortunately, for the higher dimension d¼15 and the ‘2

norm, the performance of all methods is close to the brute
force search. It demonstrates that in higher dimensions, it
is indeed not practical to solve the all-NN problem
exactly.

The total time is dominated by the search time, except
for the smallest n¼103, where the search and tree build-
ing times are comparable.

Observe that using the ‘1 norm is several times faster
compared to using the ‘2 norm for the BBF and ANN
methods; FLANN does not support ‘1 norm when using k-
d trees.

4.2. Effect of different data distributions

In Table 1, we show the all-NN build and search times
of the BBF, ANN, and FLANN methods for different dis-
tributions, mostly taken from [39]: normal, uniform, corre-
lated normal, correlated uniform, clustered, subspace, and
image neighborhood (see [38] for more details). There are
important differences between the performance of the
evaluated algorithms on different types of data.

Observe that our method performs especially well for
the ‘image neighborhood’ distribution, for which it was
designed. This distribution is generated from the 8-bit
green channel of the 512�512 Lena image. For each data
point to be generated, we randomly select a pixel location
and the d features are the intensities on a discrete spiral
centered at the chosen pixel. We have also added a small
uniformly distributed perturbation (with amplitude 0.01)
for the benefit of ANN which would otherwise fail because
it cannot handle multiple points.

4.3. Incremental update

To evaluate the effectiveness of the tree update opera-
tion (Section 2.3), we have generated n¼106 uniformly
distributed points with d¼5 and perturbed them by
adding another set of uniformly distributed points from

½�s,s�d. The we compare (a) the time needed to build the
tree directly from the perturbed dataset and perform an
all-NN search with (b) the time needed to update the tree
from the unperturbed dataset to the perturbed dataset
using Algorithm 3 and then doing the all-NN search. We
can see (Table 2) that it is indeed advantageous to update
the tree instead of rebuilding it anew, as long as we allow
some unbalance d40.

4.4. Sequential entropy estimation

The final experiment attempts to simulate using the
all-NN search methods for image similarity criteria eva-
luation. Features are pixel values in a square neighbor-
hood of size h�h. Here we evaluate for different rotation
angles the similarity of an image with the image of its
smoothed gradient (Fig. 5a,b) but this technique is applic-
able to any local degradation or transform of an image.

As a motivation example, observe (Fig. 5c,d) that the
standard scalar joint entropy (h¼1, d¼2) is much less
informative than the higher order neighborhood entropy
(d) for h¼3, d¼18. Table 3 compares the mean times
needed for one joint entropy estimation by all methods,
for different neighborhood sizes h and dimensions
d¼ 2h2. We have evaluated joint entropy for angles
between �51 and 51 with step 11. The parameters of all
fast methods were set so that the relative entropy
estimation error is at most 1% and the time is as short
as possible, using the brute force method as a reference.

Besides the full BBF method, we also show the timings
for method BBF-TBB, which is BBF without TBBs, and
method BBF-ANN, which implements repeated NN search
instead of the all-NN search. From their comparison we
can see that both TBBs and the all-NN search strategy are
helpful. On the other hand, there was no significant effect
of using the tree update strategy (not shown). The BBF
method was one of the best performers for all tested
neighborhood sizes h.

Fig. 4. The total time in seconds to find all exact NNs for a normally and isotropically distributed points as a function of the number of points n for dimensions

d¼5 and d¼15. Thick lines show the use of an ‘2 norm, thin dashed line the ‘1 norm. (Results for the highest d and n are not available for all methods.)
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On the other hand, the LSH method performed poorly,
its use being an improvement only with respect to the
brute force method. The problem is that to achieve an
acceptable accuracy, many hash functions (hundreds) and
many tables (4–10) are needed.

5. Conclusions

We have compared four (BBF, ANN, FLANN, brute
force) approximate all nearest neighbor search algorithms
for use with a Kozachenko–Leonenko NN entropy estima-
tor for applications in image registration. An all-NN
search formulation was extended to multisets and a
new dynamic all-NN search problem was defined.

We have described an algorithm (BBF) to find exact
and approximate NNs based on k-d trees, with several
modifications including TBBs, dedicated all-NN strategy,
incremental update and correct handling of multiplicities.
We have confirmed that the brute force search as well as
any exact NN search are indeed prohibitively slow for our

intended problem size. We can also rule our the evaluated
LSH method, which does not work efficiently in low-error
mode, when too many random projections are needed to
achieve the desired accuracy.

The latest version of the freely available FLANN and
ANN libraries provide readily available tools for nearest
neighbor searches with excellent performance. The
FLANN library is slightly faster than ANN on the average,
especially in higher dimensions. However, note that ANN
and FLANN cannot be directly applied to our image data
as they do not explicitly and efficiently handle the case of
many identical datapoints, moreover FLANN does not
handle ‘1 norm with k-d trees.

Our method (BBF) could outperform ANN and FLANN
on image data which it was designed to handle. All
proposed enhancements of the k-d tree search are shown
to be beneficial, even though the gain is sometimes small.
In the future, it should be relatively easy to incorporate
these enhancement into e.g. the FLANN algorithm, to
combine their advantages.

50 100 150 200 250

50

100

150

200

250

50

100

150

200

250

50 100 150 200 250

50

100

150

200

250
−16

−14

−12

−10

−8

−6

−4

−2

0

Fig. 5. We evaluate the similarity of image (a) with different rotations of its smoothed gradient image (b). We show the standard scalar joint entropy (c)

for h¼1 (d¼2) and the higher order neighborhood entropy (b) for h¼3 (d¼18) as a function of the rotation angle between the two images.
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The BBF algorithm development was motivated by
evaluating entropy using a Kozachenko–Leonenko (KL)
NN entropy estimator [19]. The KL estimator has very
beneficial properties and we hope that a sufficiently fast
all-NN search algorithm such as ours could trigger its
more widespread use.
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J. Kybic, I. Vnučko / Signal Processing 92 (2012) 1302–13161316


