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Abstract. We study the training of vision models with integer weights
and activations. We propose a rationally designed framework that is
seamless regarding the number of integer states, down to binary, mini-
mizes the redundancy of auxiliary layers, and provides reliable training.
Binary neural networks have been prized for their speed and efficiency;
however, the evaluation metrics often miss the cost of memory usage,
leading to models with full-precision skip connections being evaluated
too optimistically. While these memory costs can be reduced by quantiz-
ing all the feature maps, designing depth-scalable models with quantized
features poses a major challenge. Towards this end, we propose a novel
Tower architecture that combines short and long connecting paths in
one network, offering the benefits of residual architectures without the
propagation of high-precision feature maps. Finally, we propose a refined
methodology for estimating the resource usage.

1 Introduction

Seminal works by Courbariaux and Bengio [7] and Rastegari et al. [32] have
shown that it is possible to train vision models with binary weights and activa-
tions while achieving decent accuracy. Rastegari et al. [32] report a 58x speedup
on CPU!. In their case, the execution speed was limited by the computation
rather than memory bandwidth. On chips with massive parallelism, such as
GPUs, the latter becomes the bottleneck and coarsening the quantization from
8 bits to 1 bit can be expected to achieve at most an 8x speedup. In terms of
power consumption, Courbariaux and Bengio [7] observed that DRAM mem-
ory accesses also dominate the energy cost. More recently, Guo et al. [9] have
computed performance metrics for binary models on simulated purpose-built ac-
celerators. In their estimates, using XNOR (the binary equivalent of arithmetic
multiplication) instead of 16-bit fixed-point multiplications required 2000 times
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less energy and 700 times smaller chip area. The computational savings could
thus be huge. However, in order to substantially reduce the cost of memory ac-
cesses, all feature maps need to be quantized, which is not the case in many
existing works.

Generally, quantization is performed either post-training or during training.
In post-training quantization the goal is to approximate real-valued signals as
well as possible. Advanced lattice quantization is being recently used [35]. This
requires efficient encoding and decoding schemes and results are still inferior
to trained quantization, e.g. [25]. In the trained quantization approaches, the
uniform quantization is mostly used. The field has developed numerous training
schemes specialized and tuned for binary weights and activations [4, 22, 26,
29, 32]. Training schemes for more general multi-value, uniform or non-uniform
quantization [17, 24| evolved separately and typically do not perform well for the
extreme levels of quantization. We present a unified training scheme for neural
networks with integer weights and activations, using a fixed quantization grid
K ={0,1,... K—1} with no need for adaptive shift and scale. Quantized weights
are trained directly, without the goal of preserving real-valued weights or signals.
It achieves SOTA performance at all levels of quantization, down to binary.

The problem of quantizing residual connections, essential for depth scalabil-
ity, is long-standing. In the Bi-Real design by Liu et al. [23| real-valued skip
connections are used, forming a full-precision path all the way to the loss func-
tion, with residual binary convolutions attached to it on a side. This design was
later adopted by many others (e.g., [4, 22, 26]). However, the quantification of
resource usage by solely counting binary and floating-point operations in these
works may not necessarily reflect the overall speed on a system with sufficient
data parallelism or the energy usage. Only a few works tackle the challenge of
fully binarizing representations in deep models: Guo et al. [9] focus on the energy
cost, Nie et al. [30] on the inference speed and Nguyen et al. [29] on the training
speed. We will argue that they do not fully solve the depth-scalability problem.

In terms of training methodology, the mainstream approach is to use empiri-
cal straight-through estimators. Such estimators replace the zero gradient of the
step function with 1, or with the gradient of a smooth step function, sometimes
with an extra clipping. It is common to introduce multiple seemingly redundant
layers of linear and non-linear transforms with learnable parameters [22, 30],
which somehow improve the training, but their function is not well understood.
For instance, [22, Fig.7| claims that using redundant shifts? significantly stabi-
lizes and improves training. Training strategies are often ad hoc and multistage,
e.g. binarizing activations first [4, 22]. On the other hand, some works have
considered more theoretically sound approaches, in particular stochastic relax-
ation [24, 34, 38|, but have not demonstrated achieving competitive results at a
larger scale. We aim at systematizing the approaches and bridging this gap.

Contributions We build on a sound stochastic relaxation framework and
propose the following contributions: 1) A well-performing elementary block ar-

2 The input to the sign function accumulates two independent shifts and the input to
PReLU three of them (one from BN affine).
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chitecture; 2) Rationally designed initialization and local learning rates replac-
ing ad hoc overparameterizations. 3) An effective replacement of residual skip
connections in integer networks, addressing the depth scalability. 4) A refined
method for the estimation of computation and energy costs and the respective
re-evaluation of SOTA models.

2 Related Work

Regarding depth scalability, in Bi-Real-style designs [22, 23, 26, 33| the informa-
tion is propagated through higher-precision skip paths and quantization is ap-
plied on the convolution inputs. BiNeal [30] moves closer to fully quantized prop-
agation but remains limited in depth scalability. At the same time DenseNet [12]
demonstrated, in full-precision CNNs, that dense multi-path feature reuse can
strongly improve gradient and information flow with depth. Our contribution
is to transfer this scalability principle to the low-bit regime: Tower blocks rein-
terpret BiNeal via concatenation and generalize it to higher-order, recursively
connected quantized paths, enabling deeper fully quantized models.

ActNN [5] is an interesting orthogonal work to ours: they stochastically quan-
tize tensors stored for backward, which allows to save memory during training
but not to train more efficient models — they do not quantize anything affecting
the forward pass neither during training nor inference. Finally, recent works on
low-bit LLMs |2, 6, 25] essentially do not quantize token representations, as they
are not a bottleneck for LLM inference.

Methods-wise, several alternative training approaches have been proposed re-
cently. Nguyen et al. [29] (BOLD) proposes a theory of variations for Boolean and
integer functions, with a chain rule for the gradient of a composition. However,
the theory does not allow one to overcome the fact that the variation of the step
activation function is zero most of the time and the straight-through heuristic
is applied [29, appendix C.1]. Ye et al. [40] proposes a robust training method,
based on viewing quantization as a perturbation. It is not related to the stochas-
tic relaxation formalism we follow. The approach results in a straight-through
heuristic as well, which is not noticed/pointed out by the authors.

3 Background: Stochastic Relaxation Framework

Let f(2%;0) be a neural network with parameters 6 and input x°. Learning is
commonly formulated as the minimization of an expected loss,

mein E(mo,t)Ndata [ﬁ(t7 f(xo; 0))} ’ (1)

where t is the target label and L is the loss function. For large-scale data, the
optimization is commonly addressed with stochastic gradient descent (SGD)
methods. We consider models where weights of linear layers and activations are
discrete. In particular, we use uniform quantization y = |z], as an activation
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function, which outputs an integer value from K = {0,1,... K — 1} that is the
closest to x. Two problems arise: 1) the optimization has to be performed over
a discrete domain and 2) the optimized loss function is “non-differentiable” in
the following sense. Even if parameters were continuous, varying a parameter in
a sufficiently small neighborhood will not affect the loss function value due to
discrete activations; hence, the gradient is zero almost everywhere.

A sound approach to tackle both problems is to consider a stochastic re-
laxation [34, 36]. To construct such a relaxation, discrete weights are lifted to
random discrete variables with continuous parameters, and discrete activations
to conditional discrete random variables. A practical way to define such distri-
butions is the noisy quantization model, as employed by Louizos et al. [24].

3.1 Noisy Quantization Model

Let Z be a continuous random variable with density pz. The noisy quantization
Y = |z + Z] defines a discrete random variable Y with distribution depending
on the input z. It can be used to model both weights and activations. Specifically,
a discrete weight is modeled with the help of a continuous latent weight parameter
n € R as w= [n+ Z|,. This defines a discrete distribution of w with p.m.f.
p(w=k) = P(|n+ Z], = k). For multiple weights and activations, we will always
consider independent injected noises. Let now 6 denote the vector of all discrete
weights, v denote other continuous parameters, such as scales and biases, and
let @ = (n,v). The learning is posed as minimization of the ezpected loss,

N E o 1) ata Bz | £(1, £(2°, Z:0))] (2)

L(x9,t;0)

where f(z", Z; 0) represents the neural network with stochastic quantization with
noises Z. The expected loss function E(xo,t;G) is differentiable in # provided
that pz is continuous. Because of the expectation, its gradient is intractable to
compute exactly; however, the literature proposes many stochastic estimators
(see overview in [37]). Among them, approximate chain rule methods, which are
biased but have a lower variance, empirically perform the best for deep quantized
NNs and VAEs. We will mainly use the Straight-Through (ST) estimator, which
samples all noises once, computes the loss L(t, f(2°, Z;0)) and uses

ay _ dE[Y (x)

dx = dx (3)

instead of ‘% in the chain rule for £ for any activation Y = |z 4 7| as jus-
tified in [38] for binary variables. We evaluate also other estimators in ablation

experiments in Section D.1.

3.2 Mirror Descent

For a discrete stochastic weight w = |1 + Z] consider its mean function ¢(n) =
Ez[w]. It is monotone (strictly so for e.g. logistic noise Z) and differentiable.
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Since there is a one-to-one correspondence between the latent weight n € R
and the mean parameter ¢, the idea of Mirror Descent (MD) is to update 7
so that it implements a proximal step on the constrained ¢ with respect to
a Bregman divergence on the space of feasible ¢ (the interval (0, K—1)). For
a strictly monotone map ¢(n), Ajanthan et al. [1] showed that there exists a
Bregman divergence for which the update simply applies the loss gradient n
é to the latent variable n, without the Jacobian % (much as exponentiated
gradient descent arises as MD with the entropic mirror map; see Section A.1 for
details). Applying this together with a stochastic approximate chain rule, here
ST, we obtain a very simple stochastic MD (SMD) algorithm:

dL
Zpz w= '+ 2] 0" =0 = A= (4)

It performs stochastic quantization in the forward pass and omits %57") from the
chain rule on the backward pass. The construction extends [1] to stochastic set-
ting and extends [38] to general quantization. The key difference from the prior
MD view of quantization [1] is that they anneal a deterministic quantization—
computing the mean map ¢(1) on the forward pass, differentiating the loss at
the mean weights ¢(n), and annealing ¢ towards the discrete rounding—whereas
SMD quantizes stochastically and, by construction, never evaluates ¢ or its Ja-
cobian. Compared to standard GD on 1 we see the following advantages: 1)
The derivative of ¢(n) = E[Y (z)] disappears from the chain rule, so it need not
be computed and the gradient is not diminished by this term. 2) In addition
to simplifying the computation, this technique leads to a more stable training
less sensitive to the choice of the learning rate. Experimentally we found that
the best performance is actually obtained by using zero noise, i.e. Z = 0. We
hypothesize that the parameters are already stochastic because of updates with
random batches (see ablation experiments in Section D.2).

4 Elementary Block Design and Initialization

We propose a minimal convolutional block suited for quantization. In our de-
sign, both weights and activations are integer. Batch normalization (BN) [14]
and centering techniques are used to ensure good training behavior, and no in-
termediate affine transforms are needed. We then establish suitable initialization
and learning rate factors.

Consider a convolutional layer. On a high level, it can be represented as

Yio = W) Pz, (5)

where ¢ and o are the spatial and channel indices of the output, w, is the slice of
the weight kernel viewed as a vector, and P; is the input selection operator cor-
responding to the output location 7 (e.g. selects the inputs in a window centered
at i, optionally with dilation). Consider quantization into K = {0,... K — 1} for



6 A. Shekhovtsov and S. Obdrzalek

a single output channel 0. We propose that the following elementary block is
necessary and sufficient (in a practical sense) for QNNi:

yi = Q(N((w — @) " Piz)s + b), (6)

where Q(u) is the (stochastic) quantization operator to K, w = & > jw; €Ris
the mean weight, N is a normalization, like BN, and s,b are real-valued affine
parameters. The quantization is the only non-linearity we use. With the increased
number of quantization levels, it approaches the clamping function. To simplify
further discussion we will consider a single output "neuron" y for location 7 and
channel o, which can be written as

y=Q(N((w—w)T)s +b), (7)

where x now denotes the vector of inputs selected for the current output location.

Weight Centering The weight centering w — w that we used is a part of
weight standardization, which has been found to be important for training deep
(non-quantized) models, in particular when not using BN [3]. The dot product
with centered weights in (7) has the following property:

T

(w—w)Tz=(w-u)(z-2)=w"(z—I), (8)

where T = %Z ;% — the mean of the selected input. The first equality follows
from (w —w)"17 = (>°;wj —nw)x = 0. The second equality follows symmet-
rically from wl'(z — Z) = w()_; z; —nx) = 0. The operation (8) can thus be
interpreted either as weight centering or as input centering, i.e. as an adaptive
operation insensitive to the mean of the inputs at the current spatial location.
Essentially, it eliminates the input-dependent bias introduced by the quantiza-
tion grid.

Normalization Normalization is necessary to ensure good distribution of pre-
activations in front of the quantization function, which is essential for training.
For efficiency at inference time, a normalization reducible to a constant affine
transform is preferable. With LayerNorm, for instance, we would have to store
the full non-quantized feature map in the memory in order to compute statistics.

Inference When the normalization reduces to an affine layer N(u) = *=£, the
elementary block (7) reduces to

y= Q(wasl —1Tzsy + b1), (9)

where s1 = s/0, s = ws/o and by = b— /o — per-channel coefficients, same for
all output locations. The sum 17z is the same for all output channels and incurs
little overhead. This allows for an efficient in-chip execution: reading integer x
and w and per-channel higher precision coefficients s1, s2, b1, accumulating and
scaling results in registers and writing out quantized (integer) output.
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4.1 Initialization and Learning Rates

Many works introduce additional scale and shift parameters, e.g. [22, 30]. It is
easy to show the following.

Proposition 1. Both the forward pass (the value) and the backward pass (gra-
dient) of BN of centered convolution are invariant to the introduction of an extra
scale and shift of either the input x or the weight w.

Proof in Section A.2. Therefore, there is no effect of adding affine transforms on
the inputs (or on outputs, when stacking) of the elementary block?.

When weights are real-valued, they are typically initialized in a small range.
According to He initialization [10], they are initialized (as uniform / Gaussian)
with the scale inversely proportional to the square root of fan-in, i.e. the length
n of w in the context of (9), justified by the statistics of pre-activations. How-
ever, BN standardizes these statistics, and so this justification does not apply.
However the initialization scale (unlike an extra scaling above) changes the rel-
ative scale of the gradient. In our setting, we disentangle these effects as follows.
With quantization w = Q(n) into K states, we want w to initially be uniformly
distributed over K. Consequently, we initialize the latent weights n uniformly in
[—0.5, K — 0.5]. Furthermore, we want the learning dynamics to be independent
of the scale of initialization K. It is well-known that rescaling a parameter by
a factor s, the gradients rescale by % and the equivalent gradient descent step
rescales by S% However, we apply the Adam optimizer, which normalizes the
gradients and cancels % factor. In total, we obtain

Proposition 2 (Learning rate for Adam). To obtain an expected step of
the same scale as the scale of the parameter n, local learning rate A < K should
be used for Adam.

Proof/details in Section A.2. We thus set the learning rate A = Ag for the
affine parameters and A = K\ for the latent weights, where K may differ
per layer. We obtain a clear initialization-learning rate scheme in which the
unjustified factor 1/4/n does not appear. The latent weights are quantized into
integers directly with w = Q(n), avoiding any pre- or post-scaling altogether.
Section A.2 further specifies how we initialize the affine layer occurring in the
elementary block before activation quantization.

5 Depth Scalability

He et al. [10] have observed that the training performance of plain architectures
does not improve, or even degrades, with depth. For quantized models, this is
expected to be even worse because of vanishing gradients through quantized lay-
ers. Because of this limitation the prior work on binarization of activations used
rather shallow models, e.g. 7-8 layer VGG-small [13, 24, 34] or 8-layer AlexNet

3 In practice, numerical precision considerations apply.
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(©)
Tower2
v

—» = BiNeal

(a)
ResNet

(b)
BiNeal

QConv

P

(d)

Tower3

Fig. 1. (a) Reduction residual block of ResNet. (b) BiNeal block of Nie et al. [30, Fig.
2]: all residual blocks (normal as well as reduction) are equipped with 1x1 convolution.
Red lines indicate higher precision, red dotted lines indicate intermediate precision (4
bits for 1-bit convolutions in [30]). QConv denotes convolution of quantized inputs
with quantized weights. Blue square denotes quantization (fused at inference time).
(¢) Equivalent implementation of (b), internalizing the addition in the concatenated
convolution, assuming that input and kernel sizes are matching. (d) Tower architecture
of order 3.

in XNOR-Net [32]. We take a closer look at the depth scalability problem ex-
perimentally and propose a new Tower architecture to address it.

We have experimentally compared classification models within the common
hierarchical architecture design illustrated in Fig. 3, varying the number and
structure of blocks used in each resolution stage. BlockO uses one quantized
convolution with 4-bit weights and a max-pooling reduction to a binary repre-
sentation at 1/4 of the input resolution. Each of the intermediate stages consists
of one or more layers with binary weights and uses binary activations, with only
the last layer of a stage performing a resolution reduction (stride=2), and dou-
bling of channels. The three final steps form a classifier. Thus there are 3 fixed
conv/linear layers at the ends, and 3 stages to be varied in the experiment. The
comparison was conducted on 100 random classes of ImageNet1K with the net-
work’s input size 128x128, 8 bits per channel. The models were trained using
the Adam optimizer and knowledge distillation loss for 200 epochs (full details
provided in Section C). Fig. 2 shows Plain xn models with no skip connec-
tions, where n elementary blocks with binary weights are evenly distributed over
the three intermediate stages. Binary (1-bit) activations substantially limit the
amount of information that can be represented and are prone to vanishing gra-
dients. From the results of Plain models we see that the performance saturates
around the total depth 11 and then degrades.

5.1 The Tower Architecture

The common solution to the depth scalability in feed-forward neural networks [10]
is to use residual connections. Conceptually, residual connections allow feature
maps to be adjusted incrementally, correcting the previous state by a little each
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Fig. 2. Depth scalability of different architectures on ImageNet-100 with 1-bit weights
and activations in all inner layers, trained for 200 epochs. Solid lines show final val-
idation accuracy, dashed lines the training accuracy. The families are Plain blocks
(elementary layers), the width-matched control Plain-DW (doubled inner width, no
Tower connectivity), Tower2 blocks (similar to the BiNeal block [30]), and the pro-
posed higher-order Tower blocks; all share the same elementary block, initialization
and training. Total depth counts all convolutional/linear layers on the longest path
(including the three fixed end layers), and XN is the total number of blocks, evenly
split over the three stages. See text for details.
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Fig. 3. Architecture backbone. Annotations between blocks specify image size, channels
and bits of activations (features). Stages 1-3 use the same number of blocks in the
scaling experiment and will be made more specialized below.

time, so that 100 or more layers performing such corrections result in a good
representation. With severely quantized activation maps, this concept cannot be
implemented due to insufficient precision. Prior work has circumvented this by
using architectures that quantize representations on the input to convolutional
layers, while implementing residual aggregation in full precision, e.g. [22, 23, 26].

We were inspired by the work of Guo et al. [9] and Nie et al. [30] specifically
addressing the challenge of avoiding real-valued skip connections in binary net-
works. First, we notice that the BiNeal block [30] can be equivalently cast as a
convolution of concatenated inputs, as illustrated in Fig. 1(c). We assume that
the accumulation inside the convolution and quantization of the result can be
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implemented in-chip and hence there is no need for writing any higher-precision
intermediate results to the main memory. We experimented with chaining blocks
like Fig. 1(b) with Eq. (6) as a basic constructive element. This allowed us to
improve the depth scalability (Tower2 family in Fig. 2), but when stacking too
many such blocks, the performance saturated again.

Advancing the concatenation idea, which moves the aggregation inside the
convolution, we propose a more general Tower architecture, which concatenates
blocks recurrently. Let B denote an elementary block (6) (a 3x3 quantized con-
volution with its normalization and activation quantization). At width C, the
Tower of order k applied to an input z is defined by

Tower(1)(x) = B(z), Tower(k)(z) = My, ([z, Tower(k —1)(z)]),  (10)

where [-,-] denotes channel-wise concatenation, the base block and all inner
blocks map C' — C' channels, and each merging block Mj, is an elementary block
mapping the concatenated 2C' — C channels. The output width thus equals the
input width, which makes the recursion well defined. Tower(1) is therefore iden-
tical to the elementary (Plain) block, and the merging is illustrated in Fig. 1(c)
for Tower(2). The only exception to (10) is the last Tower of each stage, whose
outermost merging block instead outputs 2C channels with stride 2 to perform
the resolution reduction. Fig. 1(d) illustrates that Tower(3) combines paths of
lengths 1, 2 and 3, integrated together; in the scaling experiment we evaluate
orders k € {2,4,8}. The experiments in Fig. 2 show that Towers of higher or-
ders perform better than stacks of lower-order Towers of the same total depth.
We propose that such architectures are better suited for fully quantized models,
effectively enabling depth scalability. Conceptually, the Tower compensates for
the precision that binary activations lack with increased connectivity: whereas a
residual network refines a single high-precision feature map incrementally (which
low-bit activations cannot represent), the Tower aggregates many low-precision
pathways inside its convolutions. Concretely, a single Tower(k) integrates paths
of all lengths 1,. ..,k within one block through its nested merging convolutions:
the short paths preserve gradient flow and a near-identity route at initialization,
while the longer paths add representational depth. Stacking several low-order
Towers instead repeats only short paths, which—like Plain blocks—cease to help
once the aggregate depth exceeds what binary activations can propagate; this is
why the Tower2 family saturates earlier in Fig. 2.

The trainability improvement is seen most clearly in the training accuracy
(dashed lines in Fig. 2): for Plain models it falls with depth, whereas for the
higher-order Towers it keeps increasing, confirming that the architecture ad-
dresses the optimization difficulty of deep quantized networks.

Because each merging convolution operates on the concatenation [z || inner],
it is intrinsically a 2C' — C map, so a higher Tower order widens the intermediate
representations together with the depth. To separate the effect of this increased
width from that of the connectivity, we include the Plain-DW control: a plain
network whose inner (non-reducing conv outputs) channels are doubled to the
same width but without the recursive concatenation. This way Plain-DW upper-
bounds the width-inflation effect: Tower blocks stacked more than once per stage
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(N > 3) are rejoined through narrower width-C' bottlenecks; the control is thus
conservative. Width alone accounts for a large part of the gap between Plain and
Tower2: Plain-DW lifts the Plain curve by about six points and roughly matches
Tower2 at small depths (e.g. 67.7% vs. 67.0% at depth 15). However, Plain-
DW still saturates and then degrades with depth just as Plain does (falling to
62.5% at depth 27), whereas the higher-order Towers keep improving and sustain
their accuracy to much greater depths (Tower4 reaches 70.6% at depth 27 and
Tower8 holds 70.2% at depth 51). The increased width therefore explains the
higher accuracy at shallow depths, but the depth scalability—retaining accuracy
as the network deepens—is a property of the higher-order connectivity that
width alone does not provide.

6 Evaluation

We evaluate the proposed Tower architecture and the training framework on the
ImageNet1K classification dataset [8] and compare to prior work in the common
evaluation setting (input size 224x224, central cropping during testing).

6.1 Metrics: Latency, Memory and Energy

When it comes to evaluation, one needs to carefully choose the metrics. Our
experience is that it is easy to quantize a hugely overparameterized model, such
as VGG, therefore the accuracy gap between quantized and unquantized models
is often an inappropriate and misleading metric. In practice, we care about the
accuracy vs. memory usage, latency, and energy consumption of the model. We
advocate that energy consumption is important in itself and correlates with the
other metrics. Although it should ideally be measured directly for a specific
HW implementation, or simulated in circuit design software [9], this requires
optimized implementations specific to a certain accelerator / design kit, and is
hard to reproduce for many researchers. For the purpose of architectures and
methods research, easy-to-reproduce and general proxy estimation methods are
needed.

In our evaluation we use estimates of memory I/O and of the amount of
computation needed, which both can be translated into energy estimates using
reference constants from the literature [16, 18, 20]. We can then evaluate the
total energy consumption and assess the latency for either compute- or memory-
bound systems. Following [30], we cap all unquantized computations (e.g. in
ReactNet [22]) to 8 bits, assuming that they can be quantized without loss of
accuracy.

Our compute energy estimate is in principle similar to the Arithmetic Com-
putation Effort (ACEy2) metric [28]. The main idea is to count the logic gates
needed for the computations, assuming an optimal hardware design. In this way,
different mathematical operations with different precision can be compared on
the same footing. One limitation of the ACE, metric [28] we discovered is that
it assumes that a linear transform or a convolution with b-bit arguments will
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Fig. 4. Energy cost of a dot product of two 256-element b-bit vectors (log-log scale).
Theoretical estimates: CEE (Ours), CPU64 [22, 41] and ACE/ACE, [28, 41]. The plot
is for 7nm technology with approx 1 fJ per one bit operation. The linear CPU64 metric
assumes a linear scaling law (not realistic), which we map to energy by a reference
point for 32-bit fixed point multiply-add operation.

require only b-bit multiplications and b-bit additions. The issue is that the sum-
mation reduction will necessarily require additions of a higher precision. We
therefore consider the dot product of by and bs-bit vectors as the elementary op-
eration of interest, and compute the number of logic gates needed by an efficient
hardware algorithm for this complete operation. We fully specify the algorithm
in Section B and count logic gates and circuit registers. We believe the estimate
to be feasible and accurate. The resulting Compute Energy Estimate (CEE)
metric is compared with two previously used metrics in Fig. 4, showing that the
correction for low-bit networks is substantial.

For the memory I/0 estimate, we make simplifying assumptions, identical for
all compared models, that convolutions can be fused with any point-wise, affine
or pooling layers, and that sufficient on-chip memory allows all inputs to be
only read once and all outputs to be only written once. If tiling is necessary, the
read /write operations would increase by a constant factor. If data are read from
and written to a DDR type off-chip memory with 150 pJ/bit (the typical value
we use as an example for the evaluation below), the memory accesses consume
100 times more energy than the computations. This is in agreement with the
simulation by Guo et al. [9]. Full details are given in Section B.
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Fig. 5. TNet architecture used in the main experiments with width modifications high-
lighted in green. Annotations like "/28x28" indicate the spatial size for the dilated
variant suitable for feature extraction.
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Fig. 6. Accuracy vs Total Energy on ImageNet1K. We show scaling of TNet with bits
of activations (A) and weights (W) for fixed width and scaling with width for A2
W1 bit configuration. Lines are for visual grouping only. Figs. C.2 and C.3 provide
separate comparisons in compute estimate (CEE) and memory I/O and also show
Pareto optimality of TNet.

6.2 Trained TNet Models

Based on considerations of the memory used per stage and the total number
of parameters, we have adjusted the architecture as illustrated in Fig. 5: we
used Tower3, Tower8 and Tower6 for stages 1-3, respectively, and expanded
only Block0’s output channels to 128. The minimal configuration for activations,
denoted 1-2, uses 1-bit activations in Stage 1 (this is where the feature maps
are the largest) and 2 bits onward.

The training was carried out using the common resize-crop data augmen-
tation and knowledge distillation with ResNet50 as the teacher network. The
duration of the training was 200 epochs and the learning rate and other set-
tings were fixed for all configurations. More details on the implementation and
training are provided in Sections C and D. Our code is publicly available at
https://github.com/shekhovt/TNet.

We trained the following variants exploring different axes of scalability:

— Bits for weights and activations. We trained models with 1-4 bits for activa-
tions and 1 bit for weights, and models with 2-4 bits for both.

— Width We trained models with 2-bit activations and 1-bit weights with width
scaling factors of all layers 0.75, 1, 1.5 and 2.0.

— Dilation We trained models with dilated convolutions in stages 2 and 3, pre-
serving the feature map resolution of 28x28 for several bit configurations.
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Table 1. Comparison on ImageNet1K. The energy cost is estimated assuming a HW
specially designed for low-bit computations, built with 7nm technology with 1 fJ per
one bit operation [16] and using memory with 150 pJ per one bit accessed [20]. T8bit
feature maps are quantized to 1bit on the input to convolution. *See discussion of
reproducibility. See Table C.1 for the complete list of results.

& s X x>
'{\“%00\\ ‘\@0&% c&%d ?@"\A(b& 0“66% \?\)&e oo ~
Method IO S » g o o
bits bits % # /MB / pJ MB / pJ nJ nJ
ResNet18 [10] 32 32 69.8 11.7M / 44.6 / 56107 15.4 / 19390 3076 78543
ResNet18 [30] 8 8 69.8 11.7M / 11.2 / 14027 3.9 / 4848 140 19015
ResNet50 8 8 76.1 25.6M / 24.4 / 30670 20.1 / 25291 317 56278
ReactNet-BiReal18 [22]  1/8' 1 655 11.7M/20/2494 3.6 /4440 18 6952
ReactNetA [22] 1/8)L 1 69.4 29.3M / 4.4 / 5496 10.4 / 13101 19 18616
BiNeal-1x [30] 1/4 1 650" 12AM /1.6 /1985  1.2/1492 11 3487
BiNeal*-1x (our repr.)  1/4 1 525  12AM /1.6 /1985  1.2/1492 11 3487
BOLD (base 64) [29] 1 1 518 163M/21/2614 12/1492 13 4119
PikeLPN Ix [28] 8 8/4 6755  53M/3.1/3841 09 /12407 290 16277
PikeLPN# 1x 8 8/4 67.55 5.3M / 3.1 / 3841 6.1 / 7650 29 11521
TNet 1-2 1 68.9 14.0M / 2.4 / 3050 1.2 / 1515 26 4591
TNet 2 1 70.1 14.0M / 2.4 / 3050 1.6 / 1997 28 5075
TNet 2 2 71.9 14.0M / 3.8 / 4844 1.6 / 1997 45 6886
TNet 3 3 73.7 14.0M / 5.3 / 6638 2.4 /2961 81 9680
TNet 4 4 74.2 14.0M / 6.7 / 8432 3.2 / 3925 120 12477
TNet with dilation 2 1 71.2 14.0M / 2.4 / 3050 2.4 / 2990 69 6109
TNet width m = 0.75 2 1 66.5 8.2.M / 1.55 / 1952 1.18 / 1488 15 3455
TNet width m = 1.5 2 1 73.7 30M / 4.7 / 5919 2.31 / 2907 54 8880
TNet width m = 2 2 1 75.3 52M / 7.7 / 9685 3.06 / 3853 102 13639

6.3 Evaluated Baseline Models

ResNet ResNetl8 and 50 are the most common reference architectures. We
report their accuracies according to Torchvision. In our training setup, ResNet18
trained with distillation achieves 70.5% accuracy. We assume that these models
can be safely quantized to 8 bits: e.g. the 8-bit ResNetl18 accuracy according
to [30] is the same as unquantized.

ReactNet [22] is representative and the best performing of designs that use real-
valued skip connections. Since unquantized feature maps need to be stored and
written and are quantized only at input to binary convolutions, we denote the
number of activation bits as 1/8 and compute the resource costs accordingly. We
evaluated two variants of ReactNet, based on ResNet18 and MobileNet architec-
tures [22]. We compute the evaluation metrics from the architectures assuming
high precision features and operations are 8-bit.

PikeLPN |[28] is a quantized variant of MobileNet [11] with 8-bit activations
and mixed 8/4-bit weights. We used their accuracies, but computed the energy
estimates by reimplementing their model according to the block design and specs
in [28, Fig. 4, Table 8]. We also included a variant where depthwise and pointwise
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convolutions are virtually fused, so feature maps do not need to be stored in
between (PikeLPN#).

BiNeal We report the accuracy according to Nie et al. [30]. Their implementa-
tion is not public. In order to compute the metrics, we reproduced the architec-
ture according to the paper: using ResNet18 structure with BiNeal blocks (Fig. 1
b) with 1x1 quantized convolution in the skip branch and 4-bit features at the
summation node; first and last layers in 8-bit precision. Training this model in
our framework, an attempt to reproduce the results of Nie et al. [30] resulted in
substantially lower accuracies (BiNeal* in Fig. 6).

BOLD We report the accuracy according to Nguyen et al. [29, Table 5], where
the base network is trained without distillation and wider variants with distil-
lation. For the resource usage, we reproduce the architecture according to the
paper: it closely follows the BiNeal network design, but uses 3x3 convolutions in
the skip branch. It is worth noting that the training setup of Nguyen et al. [29]
also did not reproduce the good results of [30], requiring 3x wider network to
match the reported accuracy of BiNeal-1x.

6.4 Results

Our results and the representative baselines are graphed in Fig. 6, while Table 1
gives precise numbers and the breakdown of resource usage. Furthermore, in
Figs. C.2 and C.3 we graph the compute and memory costs separately and show
the Pareto optimality of the TNet models in both.

TNet models consistently improve energy for the same accuracy thanks to
quantization of all intermediate representations. The scaling of accuracy with
bits is smooth and reliable thanks to the training framework and the archi-
tecture that retains good depth scalability for low-bit representations. Rather
surprisingly, all TNet variants land on nearly the same tradeoff curve, indicating
that all variants represent rather balanced ways of resource usage. While the
explored range is limited, we can expect common scaling laws to apply with
balanced scaling of width, depth, and resolution [39]. The number of bits can be
added as an additional dimension to find better trade-offs.

In the total energy estimate, we see that e.g. ReactNet A and BOLD-256 failed
to improve over ResNet18 8-bit baseline. This is because of the high precision
skip connections in ReactNetA and the very wide architecture of BOLD-256
(exploiting width scalability without changing depth correspondingly).

6.5 Ablation Studies

We have performed several ablation studies, included in Section D. Together
with the depth-scalability experiment in Fig. 2, which varies only the architec-
ture under otherwise identical training, these studies isolate the contributions of
the architecture and of the individual training components (the gradient estima-
tor in Section D.1 and Mirror Descent in Section D.2) on the same ImageNet-100
setup. They support the following: 1) the deterministic ST estimator performs
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slightly better than other gradient estimators; 2) Mirror Descent leads to a small
but consistent improvement for clamped or quantized weights; 3) different pre-
training strategies, i.e., starting training with several variants of relaxed quan-
tization, leads to nearly the same performance; 4) distillation with decreased
temperature is essential; 5) the speed of convergence is similar for different bit
counts; 6) a longer training schedule can improve the results a bit further.

7 Conclusion

We have proposed a framework for training quantized neural networks, which
follows a clear conceptual and theoretical methodology and helps to formalize ex-
isting heuristic approaches. We have demonstrated that overparameterizations
such as RSign and RPReLU promoted by [22, 30] are unnecessary, that the
initialization scale and the learning rate are coupled and can be set appropri-
ately to the quantization level. The proposed elementary block and the Tower
architecture solve the depth scalability problem for low-bit activations without
high-precision skip connections.

Quantization of weights and activations reduces computation and memory
resources, allowing better models to be deployed to edge devices. Although mem-
ory usage costs have been estimated before, e.g. by [9], they are not considered
in many recent works. We believe that an accurate performance metric is crucial
in facilitating the development of efficient quantized models. Towards this end,
we have contributed a method for estimating compute energy, correcting the
ACE,2 [28] metric for low-bit arguments, and re-evaluated several prior works
along the accuracy, memory and energy axes.

Scope and limitations The building blocks are generic: the elementary block is
a drop-in replacement for any quantized convolution or linear layer (including the
projections in transformers), and a Tower can replace a residual block wherever
residual connections are used. The limitations are thus those of the present study
rather than of the method: we evaluate only image classification (ImageNet-1k
and ImageNet-100) with hierarchical convolutional backbones at the reported
model sizes, and do not provide results for other architecture families or tasks.
Since the depth-scalability mechanism is itself architecture-agnostic, we expect
it to transfer to dense-prediction tasks such as semantic segmentation and to
larger models. Finally, our memory-I1/O estimate is over-optimistic: it assumes
each input is read and each output written only once, ignoring the extra traffic
from tiling. As the same assumption applies to all compared models, it remains
a good proxy for comparison; refining it is left to future work.
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A Training Framework

A.1 Mirror Descent

We review the Mirror Descent (MD) construction, extending [1] to a stochastic
setting and [38] to a more general quantization.

Let £(0) be the loss function to minimize and parameters 6 re-parameterized
as 0 = P(n), where P is a coordinate-wise strictly monotone mapping. When P
is bounded, e.g. a sigmoid function, we get a representation of a constrained 6
with an unconstrained . Common gradient descent in 77 makes a step along the
steepest descent direction:

n'tt=n' = A", (11)

where g* = L'(P(n"))P’'(n") is the gradient of the loss at n* and A is the learning
rate. Determining the step n'*! — 1! can be expressed as solving the proximal
problem:

. 1
n'tt = argng;n@t,(n—nt» + ﬁlln—ntH% (12)

which has the following interpretation: we replace the loss function by its linear
approximation (g*, 7 —n') and find its minimum while penalizing deviation from
the current point n° by a quadratic penalty, expressing the fact that we trust
the linear approximation only in the vicinity of n. In this form, the Euclidean
distance ||n — || is explicitly penalizing deviations. Mirror Descent methods
replace this distance by a more general Bregman divergence D and solve the
respective proximal problem. This generalized proximal problem can be posed
directly in the space of 6:

1
t+1 . 1/t _pt - t
ot = argrggg(ﬁ (6%),0 —6") + )\D(9,9 )s (13)

where ©® = {P(n)|n € R} is the (open) range of the reparameterization—
coordinate-wise an interval, bounded when P is a squashing map—and D is
the Bregman divergence generated by a strictly convex potential @ on ©,

D(0,0) = B(0) — B(0') — (VB(O'),0 — 0'). (14)

The essential point is that 8 is constrained to ©; this is precisely the regime MD
is designed for, the divergence D supplying a non-Euclidean geometry adapted
to the constraint set rather than the Euclidean geometry of (12).

Critical-point condition. For a strictly convex & the objective in (13) is
strictly convex in 8, and since @ is open the minimizer is the interior stationary

point. Using Vo D(6,6") = V&(0) — VP(6"), the first-order condition reads

L0 + £ (Vo) — vo(s')) =0, (15)
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that is,
VOOt = va(o') — A L' (6Y). (16)

Introducing the dual (mirror) variable n := V@(0), equation (16) applies the
loss gradient taken in 6 directly to n—not the gradient of the loss with respect
to n, i.e. without the Jacobian g—f] that the chain rule would introduce—while

0 = (V®)~1(n) maps the dual iterate back to the (constrained) primal variable.

Which divergence yields the simple update. Following the construction
of Ajanthan et al. [1], we ask which D makes the dual variable coincide with
our given reparameterization, i.e. § = P(n). Comparing § = (V®)~1(n) with
6 = P(n), this holds iff

(V&)™ =P,  equivalently V& =Pl (17)

Such a potential always exists for a coordinate-wise strictly monotone P: inte-
grating the (strictly increasing) inverse map,

B(0) = / P1(u) du, (18)

0o

gives a strictly convex function (its derivative P! is strictly increasing) satisfy-
ing V@ = P~!. As a result, for any strictly monotone map P the algorithm is a
mirror descent for some corresponding Bregman divergence, which is thus guar-
anteed to exist but is never needed in closed form. Moreover, when P is bounded,
P~! diverges at the ends of ©, so @ acts as a barrier (V@ — +00) and the up-
date (16) keeps the iterates inside © automatically—the constraint is enforced
by the geometry, not by projection. With this choice, n = V&() = P~1(0) is
exactly the latent variable and the MD update (16) becomes

n =" = AL'(6Y), (19a)
o't = P(n'th). (19b)

Compared to GD on 7 (12), it skips the Jacobian of P in the chain rule, i.e.,
applies the gradient of the loss in @ directly to 7. When P is a squashing function
like tanh, MD alleviates the problem of vanishing gradient through this function.
Ajanthan et al. [1] noted this close relation between MD and heuristic straight-
through learning methods.

Stochastic instantiation. We now apply the above to the stochastic relaxation
framework, taking P = ¢. In our context, we have discrete stochastic weights w =
|7+ Z] - The mean function ¢(n) = E[w] is monotone and differentiable (and
strictly monotone e.g. for logistic noise Z), with range © = (0, K—1), the open
convex hull of /. Since there is a one-to-one correspondence between the latent
weight 7 and the mean parameter ¢, we consider MD for optimizing the smoothed
loss f(¢) = E[L(w)] as a function of ¢, with the divergence (14)-(18) generated
by & with V@ = ¢~'. In mirror-descent terminology, ¢ is the (constrained)

20



primal variable and 7 the dual (mirror) variable; we do not design the potential
&, we only rely on its existence for a strictly monotone ¢ as established above.
Here § = ¢ and L' (0") = d% f(¢"), so the critical-point condition (16) instantiates
to

d
n'tt=nt - Adjgf(qﬁt); (20a)

¢t = g(n'™). (20b)

The exact gradient d% f(@") is intractable; applying a stochastic chain-rule esti-
mator, for example ST, we obtain

Z ~pz, w= Lnt—i-Z],C; (21a)
dL(w) do
=t — A —; 21b
" U Qo 4o (21b)
P = g(n"th). (21¢)
By this construction the factor ;l% = I (the ST gradient in the primal ¢ is taken

with respect to ¢ itself), and the update of 1 again bypasses the Jacobian Z—f
that would appear in the full ST chain rule for the stochastic gradient in 7. As
a result, we obtain a very simple stochastic MD (SMD) algorithm:

Ze~pz w= 0"+ 7] (22a)
dL(w
T]t+1 — nt —A d,EU ) (22b)

It performs stochastic quantization in the forward pass and omits %(n") from the

chain rule on the backward pass. Compared to standard GD on 7 we see the
following advantages: .
— There is no gradient vanishing due to d d(nn) term.

— The mean parameterization ¢(n) or its derivative, although we started with
it in the formulation, need not be computed ever.

The important difference to [1] is as follows. They consider annealed determin-

istic quantization, which means they compute the mapping ¢(7) on the forward

pass, evaluate and differentiate the loss for the mean weights @ = ¢(n), and

anneal the mapping towards discrete.

On the practical side, SMD appears to be very similar to the common heuris-
tic of training quantized weights by updating latent weights with empirical iden-
tity straight-through, which completely ignores quantization on the backward
pass. The question is whether the injected noise in Eq. (4) as follows from the
methodology, as opposed to just deterministic quantization, is important in prac-
tice. It turns out, setting the noise to zero only improves the performance. We
hypothesize that because parameters change stochastically due to mini-batch up-
dates at each iteration, there is already a sufficient amount of noise. Although its
distribution is not fixed, MD backward pass, as derived above, does not depend
on the actual distribution.
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A.2 Initialization and Learning Rates for Elementary Block

Forward and Backward Invariances with Weight Centering and BN In
this section we verify invariances of the elementary block with respect to scale
and shift of the inputs and weights and detail how the weight initialization scale
impacts training with Adam.

For the purpose of this analysis, we will consider a single neuron, i.e. fixing
output spatial location and channel. The normalized linear transform part of
the basic block (7) for a single neuron with centered weights w (e.g. assuming
@ = 0) with BN takes the form:

y=N(wTe) = T2 (23)

where z and o are sample mean and std of w'z. Let 2® represent batch inputs
for b=1,...B. Then the mean p is

1 1
A PSS DM (24)

where j1, is the batch mean of {x%};. And the variance is

1

o? = B zb:(wab - wT,ux)2 = B zb:(w-r@b - Nx))2 (25)
= %ZwT(xb — ,ul)(xb - ,Ux)Tw = ”wH%(’ (26)
b

where X = £ 37, (2® — p) (2® — p1,) T is the covariance matrix of the input data.

Proposition 1. Both the forward pass (the value) and the backward pass (gra-
dient) of BN of centered convolution are invariant to the introduction of an extra
scale and shift of either the input x or the weight w.

Proof. First, let us check shift invariances. If the weights are centered, then any
constant shift has no effect. Similarly, if we add b to all inputs in the batch, then
it will cancel off in the difference z + b — pp4p =  — .

It is also straightforward to see that y is invariant to a constant (across
channels and spatial dimensions) scale of 2 or w in the sense that

N((sw)"z) = N(w"(sz)) = N((w'z)s) = N(w'z). (27)

This is because both numerator and denominator scale proportionally with s. It
follows immediately that the derivatives are also invariant, e.g.,

iN(sz(SJJ)) = %N(wa). (28)

O
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This means that introducing an extra scale-shift transform between integer
input x ( resp, integer w ) and the normalization layer has no effect. Neither for
the network action nor for the training dynamics.

Initialization Scale - Learning Rate It is well-known how gradient descent
changes with the change of parameterization. Consider GD for a function f(w):

w'™ = wt — \f' (w') (29)

and a new parameterization u = sw, initialized with «® = sw®. Then GD in u
for the equivalent objective f(u) = f(u/s) reads

u Tt =t — N f(ul/s)/s, (30)

where we used the chain rule for % f (u). Mapping these updates back to w
parameterization by w! = u'/s, gives

)\/
wtt = wt — S (wh). (31)

Notice that letting A’ = As? then achieves identical behavior of both variants.
We thus may choose any initialization scale s and choose the relative learning
rate (in the respective layer) as s2. However, this plays out somewhat differently
with Adam.

Proposition 2 (Learning rate for Adam). To obtain an expected step of the
same scale as the scale of the parameter n, local learning rate A o< K should be
used for Adam.

Proof. Adam computes (exponentially weighted) running average of squares of
the gradient per coordinate, D; ~ /E[gZ], where g = f’(w'), and E is imple-
mented as an exponentially weighted averaging filter, and uses the normalized
update of the kind

wt = ! — )\%. (32)

Suppose we re-parameterize with v = sw, initialized as u® = sw®. We get for
f(u) = f(u/s) that f'(u) = f'(u/s)/s as before. However, the Adam in u reads

RN 1 VLY SN i L) M
VEGWi)/5)? VEGi/s)?

The efficient update for w, by the relation sw! = u?, is

switt = sw’ — )\Lwt) (34)
E(f'(w?))?
witl =t — A f/(wt) (35)

s JE(f(w)?
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This shows that if we want to change the initialization scale of w by s and
preserve equivalence of Adam, the learning rate should be scaled by s too. Note,
this is regardless, whether function f is invariant to the scale of w, as in the case
of normalization, or not. O

For our purpose, we want to track dependence on the number of quantization
levels for weights and activations. Let 1 be uniform in [—0.5, K, —0.5], w discrete
uniform in {0,..., K, — 1} and « discrete uniform in {0, ..., K, — 1}. We want
the learning dynamics not to depend on K,,. Therefore we should compensate
by using A o< K. There is also the question of whether )\ should scale with the
weight vector dimension, as to mimic the effect of He initialization. To address
this question, we propose to set A’ so that an expected update has approximately
the same norm as the norm of the parameter vector.

Proposition A.1. To achieve an expected update of approximately the same
norm as the norm of the parameter vector (up to centering) at initialization, we
should choose the learning rate N satisfying equal expected square morms:

NE[I1512] ~ E[|ln]?]. (36)

Proof. On one hand, we have

A%@[H%nﬂ - A?E[Z 19_;} — 2. (37)

i

On the other hand, considering that 7 is centered and initialized uniformly, as
discussed above, we have

E[lnl*] = VIInl*] = > Vin] = nk3/12. (38)
It follows that we should use A «x K,,, independently of n. O

Initialization of Scale and Bias We have already discussed the initialization
of latent weights and their learning rate. It remains to discuss the initialization
of the scale s and bias b parameters of the elementary block (6).

We can assume that normalized pre-activations N((w — w)'x), after BN,
have a Normal distribution with zero mean and unit variance, w.r.t. randomness
of choosing the input example. The purpose of s, b coefficients is to map this
normally distributed input into a suitable range before it gets quantized into
K. The scale and bias clearly need to be proportional to K. In ReLLU networks,
an identity transform (which is the standard initialization s = 1, b = 0) sends
half of the distribution to inactive (zero) state. We empirically verified that
for quantization as well, such a non-symmetric mapping with respect to the
quantization range also works well, e.g., also sending half of the distribution
to zero state. The roles of the terminal states 0 and K — 1 are however rather
symmetric. We can as well send half of the distribution to be greater than K —
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1. With some numerical tuning on a small dataset, it appears that the linear
mapping that sends the interval (0.2,2) to (0, K — 1) performs well. It has the
symmetric variant (—2,0.2) — (0, K — 1). For each output channel, we pick one
of the two variants at random.

We remark that this is just a good heuristic, based on small-scale experi-
ments. It would be of great importance to find a more principled scheme.

B Energy Estimation

The energy cost of neural network inference is a crucial constraint in system de-
sign. Several metrics appear in the literature. Counting floating point operations
(FLOPs) and binary operations (BOPs) provides a simple way of comparing dif-
ferent architectures, assuming the same representation of numbers. The CPU64
metric [22] is defined as FLOPs + &;BOPs, following the idea that modern pro-
cessors perform one floating-point and one 64-bit integer operation in one cycle.
In [41] the ACE metric is introduced, deriving formulas for the energy cost of op-
erations with operands of different bit-widths - the cost of a multiply-accumulate
operation is proportional to the product of bit counts of the operands. The ACE
metric is extended further in [28] to ACE,q, which also includes element-wise
operations in the estimate.

We identify two issues with the commonly used metrics. First, they do not
well represent the cost of low-bit operations. Even the ACE metric was derived
for integer operations and only extrapolated to low bit calculations, misrepre-
senting the fact that the multiply-accumulate operation becomes dominated by
the summation (a horizontal reduction), while the multiplication is implemented
by simple XNOR gates.

But more importantly, the metrics do not reflect the fact that in any real
system the energy cost of inference is dominated by memory accesses by at least
an order of magnitude. In an analogy to how memory latency is a limiting factor
in execution speed, memory accesses also consume significantly more energy than
computations. Moving an operand from main memory to a register consumes
about 100x more energy than the respective operation on the register [18].

In [20] the author measured the energy cost of data transfers for several
recent desktop CPUs. Approximately, accessing the L1 cache costs 6pJ/bit, L2
cache 15 pJ/bit, L3 cache 30 pJ/bit, and accessing the main memory costs 100-
200 pJ/bit. That does not account for the energy used by the memory chips
themselves - an additional 20pJ/bit for DDRs [16] or 6pJ/bit for the GDDR
chips used by graphics cards [27]. Processors built with 7nm technology use only
about 1fJ per one-bit computation [16].

Table 1 presents energy estimates for several network architectures. The cost
of computations was estimated using the formulas derived below. The cost of
memory accesses was calculated by multiplying the amount of accessed memory
by 150 pJ per bit, a typical value modern CPUs use when accessing DDR4 mem-
ory. Even if all data are stored in L1-type on-chip memory (6 pJ/bit), the energy
cost of memory accesses will still dominate the energy cost of computations by
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approximately a factor of 3. With a DDR type off-chip memory, the memory
accesses cost about 100 times more energy than the computations. This is in
agreement with the simulated results for BoolNet [9].

B.1 Computation Cost

We present a consistent framework for estimation of the cost of computations
in models that mix operations with different precisions. The framework can be
used as a theoretical proxy for the computation cost, more accurate than sep-
arate counts of BOPS and FLOPS, and more universal than simulation-based
estimates for specific platforms. The methodology consists of two parts: 1) a con-
sistent scheme for the energy costs of arithmetic operations, assuming a special-
ized efficient implementation in logic circuits, and 2) assumptions about which
temporary results can be stored on-chip, without extra memory reads and writes,
and which results need to be written out to the memory.

We propose that such an optimistic estimate of computation and memory
access costs is a suitable proxy measure for the research and development of
quantized architectures. It gives a breakdown of energy costs that, given a specific
hardware and use case, can guide the choices about network architectures and
the quantization schemes for weights and activations.

Addition The cost of addition is pivotal to the computation of the dot product.
The energy cost of the ripple-carry adder (RCA) for b-bit numbers is

E.(b) =bEx, (39)

where E is the energy cost of 1-bit carry-on addition circuit (using 2 XOR, 2
AND and 1 NOT logic gates). It costs 2-3 {J in 45nm technology and 0.5-1 {J in
7 nm technology. Faster adders exist that use more gates for speed.

Dot Product is the core operation in Neural Networks. Let x be a b;-bit vector
of length n = 2K and w a by-bit vector of the same length. There are multiple
ways to compute the dot product; the optimal choice depends on the bit widths,
design constraints, and the energy vs. speed balance. The most straightforward
way to compute the dot product is to sum the products of the corresponding
elements, but this is suboptimal for low bit widths. For low bit widths we adopt
the following method of computing the dot product, assuming n >> b; and
b1 < by. The method is known as bit-serial conditional accumulation and is
similar to shift-and-add multiplication. We expand z; = Z;Bl 2bxi,b, where
x;p is the bth bit of x;, and compute

b —1 n

zTw= zn:arlwz = Z 20 in7bwi. (40)
i=1 b=0  i=1

The inner sum is a conditional accumulation of w;. It can be computed efficiently
using a reduction tree. At the first level of the tree, we perform conditional
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summation of pairs of w elements. This results in n/2 pairwise sums of bs + 1
bit numbers. Proceeding recurrently, the computational complexity of the logic
per bit plane with RCA is

K—-1
> 2Ky k) = (=24 25)by + 2(—1+ 25 = K) € O(n(b +2)).  (41)
k=1

The first lower bound on the energy cost of the dot product is therefore
Edot Z bln(bg + Z)El. (42)

We assume that the cost of the sum over the bit-planes can be neglected for
b K n.

At some levels of the reduction it is necessary to use registers for pipelining.
The energy cost E,. of register access is about 5 fJ per bit in the 45 nm technology
and 1-2 fJ in 7 nm, approximately double the cost of the elementary adder on the
same technology node, E,. ~ 2F;. Using the registers at stage k of the reduction
tree and below will add an extra cost of 2K=%(by +2 + k)E,..

The value of k, that is, the reduction stage in which register use is necessary, is
limited by the maximum length A of the circuit chain of the processor technology,
typically around 10. The circuit length of the tree addition up to stage k is

kbs + k=1 Tt follows that for a given bit width by, the stage at which the

2
register use is necessary, is given by k(by) = max{k |kbs + @ < A}. For
A =10 and by = (1,2,3,4,5,6...) we get k(ba) = (4,3,2,2,1,1,...). The refined

formula for the energy cost of the dot product is then
Edot = bin(bs + 2)Ey + 257502 (by 4+ 2 + 5(by)) E,.. (43)

Table B.1 lists the estimated cost of the dot product for vectors of 256 ele-
ments and several bit widths. The values are given as multiples of E1, the cost of
1 bit operations, approximately 1 fJ on 7nm technology. Looking at the diagonal,
the cost increases approximately quadratically with the bit width starting at 8
bits. This is consistent with the ACE metric [41]. But for lower bit widths the
cost decreases sub-quadratically, thanks to the increasing effect of linear terms
in equation (43).

High precision multiplication is used in affine operations before quantization. We
assume multiply-accumulate (MAC) of 8-bit numbers using standard 1-cycle al-
gorithms such as the array multiplier, which has a critical cascade length of 11
and uses about 200 fJ in 45-nm technology and about 70 fJ in 7-nm technol-

ogy [16].

B.2 Fused Convolution Assumptions

When estimating the energy costs, we make optimistic assumptions about ar-
chitecture components regarding how many read and write accesses are used.
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by =1 bo=2 bo=3 ba=4 b2=8 by=16 by =32
by =1 992 1472 2176 2560 5376 9472 17664
br =2 2496 3456 4096 7936 14080 26368
b1 =3 4736 5632 10496 18688 35072
by =4 7168 13056 23296 43776
b1 =8 23296 41728 78592
by =16 78592 148224
b =32 287488

Table B.1. Dot product energy cost estimated for vectors of 256 elements and different
bit widths. The values are given in multiples of Ei, the energy cost of 1-bit carry-on
addition circuit.

Element-wise operations are expected to be fused with the convolutions without
the need of intermediate storage. The convolutions are computed using the ef-
ficient dot product algorithm described above. The vector length is n = Cj, k2,
where Cj, is the number of input channels and k is the spatial kernel size.

The bit width of dot product results is assumed to be the lowest applicable,
b = by + by + log,(Cink?), where by is the number of bits per weight and by is
the number of bits per input feature. If the convolution is followed by a max or
average pooling reduction prior to quantization, the reduction is again assumed
to be inline, fused-in. The reduction is assumed to be computed in 8 bit precision.
The optional reduction is followed by an affine transform, again assumed inline.
Quantization then reduces the resolution to b,y bits, and only those are retained
and written to the memory.

In our Tower architecture, there are no residual connections, when features
are concatenated they become an input to the next convolution, correctly count-
ing the memory accesses of all inputs. In ResNet, we added memory reads when-
ever there is a skip connection around two convolutional blocks, i.e. we assume
that the fused convolution reads an additional input that is added before the
pooling. In BiReal architecture (used in ReactNet-BiReal), the skip connection
is around one convolution block only and thus can be fused with the convolution,
so we do not add extra memory accesses for it.

MobileNet uses a combination of a depthwise convolution followed by a point-
wise convolution. We consider it is possible to fuse the two convolutions (with
a non-linearity inbetween) in a single effective kernel, which needs to read the
input features only once. This fused variant is denoted as PikeLPN# in Table 1
and Figs. C.2 and 6. This fusion has not been applied to ResNet50 in the present
evaluation.

C Implementation Details

Our implementation in PyTorch [31] is publicly available at https://github.
com/shekhovt/TNet. Here we give important details of data pre-processing, op-
timization, knowledge distillation, etc.
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Data Preprocessing To work with ImageNet1K [8] we used Fast Forward
Computer Vision (FFCV) library [21] for fast data loading and augmentation.
We used standard augmentation for ImageNet1K. For the training:

RandomResizedCropRGBImageDecoder ((input_size, input_size), scale =
— (0.08, 1.0), ratio=(3/4, 4/3)),
RandomHorizontalFlip()

and for the testing:
CenterCropRGBImageDecoder ((input_size, input_size), ratio=224/256)

omitting standard data normalization. The images were stored in the maximum
side size of 512, and the network input_size was 224.

We followed the common practice for this dataset: the splits into training and
validation sets are given, and there is no test set. We mainly tuned parameters
on the training performance on the 100-class subset and only did 2-3 guesses for
the learning rate for 1000 classes.

We also randomly sub-sampled 100 classes, denoted as ImageNet-100, with
images stored in the resolution of 256 pixels and the network input_size of 128.

Distillation We used ResNet50 from Torchvision as a teacher network and the
cross-entropy loss with temperature 7"

softmax(s(z)/T) " log p(x;6), (44)

where s(z) are the scores of the teacher for the same (augmented) input z and
p(x;0) is the vector of predictive probabilities of the model. We used T' = 1
for the depth scaling experiment in Fig. 2 and T = 1/4 for 1000 classes and
further ablation studies (given below). In general, we found that distillation was
very helpful in stabilizing the training in terms of underfitting-overfitting. For
instance, adding more capacity in the last layers could easily lead to overfitting
in regular training but does not happen as much with distillation.

Propagation Methods Our implementation supports dynamically choosing
which forward (and backward, when applicable) propagation method to use on
the model by providing the APT of the form

model.forward(inputs, method=...)

Here model is an extension of nn.Module, representing a layer or a network as
common in PyTorch, inputs is the model’s assumed inputs and method is the
propagation method we wish to execute. Fig. C.1 illustrates different propagation
methods with respect to the quantization operation, detailed below.

When weights are quantized, we always use MD with noise 10~2 (practically
zero on the integer scale of latent weights). The methods to propagate activations
used in the main paper and in additional experiments Section D are as follows:

— Clamp: both activation and weights use Q(z) = min(max(z,0), K — 1) in
place of quantization function.
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Fig. C.1. Different propagation methods with respect to quantization operation. Quant
stands for deterministic quantization and Stochastic Quant for all stochastic methods,
which differ in the backward.
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Mean: The activation function is the mean function: ¢(n) = Ez[|n+ Z]],
i.e. continuous. Note, for weights, where the noise is small, it is efficiently
equivalent to the discrete quantization.

ST-det: Deterministic ST, like (3) but with zero noise Z. This is also the
forward method during the validation / testing.

— ST: Stochastic Straight-through estimator (3).

GS: Gumbel-Softmax estimator [15].

— ZGR: Zero temperature Gumbel Softmax [37].

Optimization We used Adam optimizer [19] with learning rate 0.005, default
EWA parameters, and ¢ = 10~® (denominator constant). Average values of D; =
V/E[g?] in our models were measured to be above 10~7. We used a cosine learning
rate schedule. Furthermore, we used fpl6 training with autocast in PyTorch.

When switching from training to validation modes, we always recomputed
the statistics of BN on the training set with the data augmentation pipeline of
the test set and with the propagation method to be used for testing.

C.1 Training Dilated Models

The results in Table 1 for dilated models were obtained by training with stochas-
tic ST method, as opposed to ST-det used for training non-dilated models, which
appears to be a bit more effective according to the experiment in Fig. D.1. We
expect re-training dilated models with ST-det could improve their performance
a bit further.

C.2 Detailed Results on ImageNetlk

Table C.1 gives detailed results for TNet variants and baselines, including the
breakdown of memory and energy costs. Fig. C.2 visualizes the trade-off between
accuracy and compute energy estimate for TNet variants and representative
baselines. In contrast to Fig. 6, which shows total energy estimates, here we
show only the compute energy estimates, which are a few orders of magnitude
lower and lead to a somewhat different ordering of the methods. This highlights
the importance of the metric the research is optimizing for. Also, our corrected

30



estimate of compute energy cost for low-bit operations leads to a somewhat
different picture than the commonly used ACE metric: binary networks are only
about 10 fold more efficient than 8-bit for the same accuracy, whereas ACE
would predict about 64 fold difference, as it is based on the quadratic scaling
law with bits.
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Table C.1. Comparison on ImageNet1K. The energy cost is estimated assuming a
HW specially designed for low-bit computations, built with 7nm technology with 1 £J
per one bit operation [16] and using memory with 150 pJ per one bit accessed [20].
18bit feature maps are quantized to 1bit on the input to convolution. *See discussion
of reproducibility. # Assuming depth-wise and point-wise convolutions fused into one
operation without storing intermediate results

x\“ea
2 <
N\ N X >
. ) o ) o
R P o & o g"ﬁ
Method S CREN » g R
bits bits % # / MB / pJ MB / pJ nJ 78]
ResNet18 [10] 32 32 69.8 11.7M / 44.6 / 56107 15.4 / 19390 3076 78543
ResNet18 [30] 8 8 69.8 11.7M / 11.2 / 14027 3.9 / 4848 140 19015
ResNet50 8 8 76.1 25.6M / 24.4 / 30670 20.1 / 25291 317 56278
PikeLPN 1x [28] 8 8/4 67.55 53M/3.1/3841 9.9 /12407 29 16277
PikeLPN 2x [28] 16 8/4 69.23 5.3M /3.1 /3841 18.8 / 23669 51 27561
PikeLPN 3x [28] 16 8/4 71.95 11.1M / 6.1 / 7645 28.1 / 35413 114 43172
PikeLPN 6x [28] 16 8/4 73.59 19.0M / 10.1 / 12705 37.5 / 47156 192 60053
PikeLPN# 1x 8 8/4 6755 53M/3.1/3841  61/7650 20 11521
PikeLPN# 2x 16 8/4 69.23 5.3M / 3.1 / 3841 11.3 / 14156 51 18047
PikeLPN# 3x 16 8/4 71.95 11.1M / 6.1 / 7645 16.8 / 21143 114 28901
PikeLPN# 6x 16 8/4 73.59 19.0M / 10.1 / 12705 22.4 / 28130 192 41027
ReactNet-BiReal18 [22]  1/8' 1 655 117M/20/2494 3.6 /4440 18 6952
ReactNetA [22] 1/8t 1 604 29.3M /44 /5496 104 /13101 19 18616
BiNeal-1x [30] 1/4 1 65.0" 12.1M / 1.6 / 1985 1.2 / 1492 11 3487
BiNeal-1.5x [30] 1/4 1 697" 267M/34/4270  18/2203 20 6494
BiNeal*-1x (repr.) 1/4 1 52.5 12.1M / 1.6 / 1985 1.2 / 1492 11 3487
BiNeal*-1.5x (repr.) 1/4 1 59.5 26.7M / 3.4 / 4270 1.8 / 2203 20 6494
BOLD(base 64) [29] 1 1 51.8  16.3M /21/2614  1.2/1492 13 4119
BOLD(base 192) [29] 1 1 65.9 143M / 17.5 / 21970 3.5 /4338 87 26394
BOLD(base 256) [29] 1 1 70.0 253M / 30.8 / 38715 4.6 / 5760 157 44632
TNet 1-2 1 68.9 14.0M / 2.4 / 3050 1.2 / 1515 26 4591
TNet 2 1 70.1 14.0M / 2.4 / 3050 1.6 / 1997 28 5075
TNet 1-2 T 70.1 14.0M / 3.9 / 4844 1.2 /1515 39 6398
TNet 3 1 71.8 14.0M / 2.4 / 3050 2.4 / 2961 39 6050
TNet 2 2 71.9 14.0M / 3.8 / 4844 1.6 / 1997 45 6886
TNet 4 1 72.1 14.0M / 2.4 / 3050 3.1 /3925 45 7020
TNet 3 3 73.7 14.0M / 5.3 / 6638 2.4 /2961 81 9680
TNet 4 4 74.2 14.0M / 6.7 / 8432 3.2 / 3925 120 12477
TNet 8 8 74.6 14.0M / 12.4 / 15606 6.2 / 7781 380 23769
TNet with dilation 1-2 1 69.7 14.0M / 2.4 / 3050 2.0 / 2509 66 5625
TNet with dilation 2 1 71.2 14.0M / 2.4 / 3050 2.4 / 2990 69 6109
TNet with dilation 3 1 72.1 14.0M / 2.4 / 3050 3.5 / 4451 93 7594
TNet with dilation 2 2 73.5 14.0M / 3.9 / 4844 2.4 / 2990 108 7942
TNet width m = 0.75 2 1 66.5 8.2.M / 1.55 / 1952 1.18 / 1488 15 3455
TNet width m =1 2 1 70.1 14.0M / 2.4 / 3050 1.6 / 1961 28 5038
TNet width m = 1.5 2 1 73.7 30M / 4.7 / 5919 2.31 / 2907 54 8880
TNet width m = 2 2 1 75.3 52M / 7.7 / 9685 3.06 / 3853 102 13639
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Fig. C.2. Accuracy vs Compute Energy on ImageNet1K. The scaling of TNet with
bits of activations (A) and weights (W) is shown. Other common scaling laws apply as
well (width, depth, resolution). Note: Binary ReactNetA improves substantially over
ResNet18 8-bit if only the compute energy is considered. BiNeal®™ — our reproduction
of BiNeal. PikeLPN CEE is the same for fused or non-fused versions.
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Fig. C.3. Accuracy vs Memory on ImageNet1K. Memory I/O is the sum of model
parameters (1x read) and feature maps (1 x read-+write) per single image process-
ing, measured in MB, using values from Table C.1. The scaling of TNet with bits of
activations (A) and weights (W) is shown.
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Fig. D.1. Comparison of gradient estimators on ImageNet-100 for TNet A1-2, W1.

D Ablation Experiments

D.1 Comparison of Gradient Estimators

Studies on smaller-scale problems like MNIST and CIFARI10 [37] did not allow
for a clear separation of gradient estimators in their effectiveness. In Fig. D.1
we compare ST, ST-det, GS, and ZGR estimators for the ImageNet-100 dataset.
This experiment was conducted on the TNet model with A1-2 W1 bits.

Although this plot shows one run for each estimator for the same learning
rate 0.005, without validation of hyperparameters, it indicates that ST-det can
perform noticeably better. On the other hand, when evaluating the performance
of the ensemble obtained by sampling the noise 20 times and averaging predictive
probabilities, the model trained with stochastic ST performed better: ST-trained
model ensemble performance 75.8% vs. ST-det trained model ensemble perfor-
mance 75.0%.

D.2 Mirror Descent

In our unified training framework, the stochastic relaxation is relevant for quan-
tized models only. Mirror descent (MD) is however applicable also in the situation
when weights are bounded. In Fig. D.2 we show the effect of MD on the training
dynamics of the model with ReLU applied to weights as well. Note the optimizer
is in all cases Adam, with the same learning rate.

For a quantized model with A 1-2 and W1 we compare three variants: 1) no
MD, noise is added to latent weights during training with standard deviation
0.33 (recall that the quantization grid is in this case 0,1), 2) MD with noise
0.33, and 3) MD with noise 102 (practically zero on the integer scale of latent
weights). It is seen that MD helps to improve training performance in all cases.
In addition, the injected noise becomes unnecessary when using MD: it does not
affect the forward pass much and does not affect the MD gradient at all, as we
discussed above, leading to a very similar performance. Quantized training uses
the ST-det estimator in this experiment. Further note that in our formalism
using zero (or very small) noise without MD is not possible, as the gradient
estimate will be almost always zero.
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Fig. D.2. Effect of MD on training dynamics. Imagenet-100.
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Fig. D.3. Pretraining on ImageNet-100 with Clamp (left) and Mean (right) propaga-
tion methods. Training loss, same scale.

D.3 Pretraining

Some form of pretraining or stage-wise training is used by many works on BNNs.
We wanted to verify whether such pretraining strategies, namely, first training
with a more relaxed method and then training with ST can give an improvement
in speed or quality of the trained model. In Fig. D.3 we first train for X epochs
(X in 50, 100, 150) with Clamp or Mean method and then switch to ST. It is
seen that using a more relaxed method (Clamp has both continuous weights and
activations and Mean has continuous activations), a lower loss can be achieved
faster, but at the point when we switch to full quantization, the loss jumps
up and gets to the same loss trajectory as without pretraining. In the case of
150 epochs of pretraining, the discrepancy becomes too high and the final loss
trajectory /result is worse. The generalization of the model with 50 epochs of
pretraining appeared to be marginally better (not shown).

Overall, we did not find pretraining to be effective in improving speed or
accuracy. On the other hand, it can be used to train a relaxed model once and
then finetune it for several bit discretizations, faster than when training for each
discretization from scratch.
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Fig. D.4. Training dynamics of TNet unquantized (ReLU) and with different levels of
quantization, in comparison with ResNet18. Left: ImageNet-100, Right: ImageNet-1k.

D.4 Speed of Convergence across Bitwidths and in Comparison
with ResNet18

In Fig. D.4 we compare the convergence speed in terms of progress per iteration
of TNet with different bitwidth to that of ResNet18. The learning rate is the
same 0.005 and the cosine schedule is scaled to the training duration. It is seen
that TNet learns better eventually, which is likely due to its better capacity
allocation (the architecture in Fig. 5 is in the same ballpark of the number of
parameters and depth but uses more parameters in Stages 2 and 3 to define
all concatenated convolutions and fewer parameters after stage 3, i.e. at 512
channels). The final performance of TNet A2 W2 is already better than that of
ResNet18, while TNet A2 W2 and A3 W3 are significantly better. All models in
this experiment, including ResNet18, are trained with distillation, which helps
it to reach 70.5% accuracy, better than the 69.8% reported in Torchvision.

On ImageNet-100, TNet ReLLU has the same loss and training accuracy curves
as A3 W3 and A4 W4, but happens to generalize better (as seen from the
validation plot Fig. D.4 left). However, on ImageNet-1k we have not observed
such effect: 4-bit model reaches the same validation accuracy as ReLU.

Overall we can say that the training effort is similar for different levels of
quantization. It is just the capacity of the model and its inductive bias charac-
teristics (how well it generalizes) that determine the quality of the final result.
Note, it would be misleading to interpret this plot as a speed of convergence, e.g.
observing the linear trend in TNet A1-2 W1 in ImageNet1K suggests it could
reach better performance with longer training. This trend is only possible due
to the schedule of the learning rate down to zero and therefore cannot in fact
"continue". The next experiment in Fig. D.5 shows that increasing the training
budget leads to marginal improvements only.

D.5 Training Duration

Fig. D.3 shows how results depend on the training duration. The base learning
rate is the same while the cosine learning rate schedule is rescaled to the training
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Fig. D.5. ImageNet-1k performance of TNet A3 W3 when varying training duration.

duration. In effect, training with a longer budget performs more iterations of
each learning rate. When we perform more iterations than would be sufficient
the immediate progress is less than when it is driven by a faster learning rate
decrease. As long as we make sufficient number of iterations, the end result does
not depend as much on the schedule or the learning rate. However in total, longer
training gives a somewhat better result. This experiment used ST-det with Ir=
0.002 and Adam with eps=10~2 and improves over 73.5% in the main paper,
indicating that the performance is bounded not only by the architecture/capacity
but also by the optimization. It exceeds the performance of A4 W4 network (73.8)
in the main paper.

D.6 Distillation

In Fig. D.6 we show the effect of distillation temperature on the training dynam-
ics of TNet A3 W3. It is seen that 7" = 1/4 performs best, while " = 0.1 and
T =1 are both worse but still significantly better than no distillation (data la-
bels only). Temperature T' = 1, which requires the student distribution to model
exactly the teacher distribution appears to be a too strict requirement: the train-
ing accuracy is significantly decreased. Temperature 7" = 0.25 and T' = 0.1 are
closer to just hard labels given by the teacher, which are easier to mimic. Some
further gains might be possible by using a stronger teacher and or by combining
data labels and teacher labels in some way.
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Fig. D.6. ImageNet-1k performance of TNet A3 W3 when varying distillation temper-
ature. "No distillation" uses the data labels: it trains faster but generalizes worse.
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